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1. Introduction 

Early-stage startup evaluation represents one of 

the most challenging tasks in entrepreneurial 

finance. Unlike mature firms, young ventures 

operate with extremely limited historical data, 

scarce financial transparency, and weak or 

unaudited reporting practices. As a result, 

traditional quantitative indicators, such as cash 

burn, cash flows trends projections, or leverage 

ratios, are often incomplete, noisy, or entirely 

unavailable at the time investment decisions are 

made. At the same time, these enterprises face high 

failure rates and strong dependence on external 

capital: the ability to attract follow-on funding is 

not only a signal of investor confidence, but also a 

prerequisite for survival. This structural opacity 

makes early-stage investing a domain 

characterized by acute information asymmetry and 

deep uncertainty. 

Against this backdrop, venture capital (VC) 

investors routinely integrate qualitative 

assessments into their decision-making processes. 

Elements such as the clarity of the value 

proposition, the coherence of the business model, 

the strength of the team and of the competitive 

landscape, and the perceived credibility of 

investors or founders play a decisive role. Yet, 

these dimensions are embedded in unstructured 

textual sources—company descriptions, market 

narratives, competitor analyses, sector 

classifications, or investor profiles—that 

traditional econometric models have historically 

been unable to incorporate. As a consequence, 

academic and industry research on VC prediction 

has largely focused on structured numerical 

variables, overlooking a vast reservoir of 

qualitative signals that experts systematically rely 

upon in practice. 

In recent years, advances in Natural Language 

Processing (NLP) have enabled the extraction of 

rich semantic information from textual data. 
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Transformer-based language models such as 

Sentence-BERT (SBERT) offer the ability to convert 

heterogeneous narratives into dense vector 

representations that encode meaning, context, and 

relational information across sentences or 

documents. These embeddings can be combined 

with financial indicators within statistical or 

machine learning frameworks, enabling hybrid 

models capable of capturing both numerical 

patterns and qualitative signals. 

The objective of this thesis is to address the 

longstanding gap between the qualitative nature of 

early-stage investment evaluation and the 

quantitative tools traditionally used to study it. 

Specifically, the research investigates whether 

integrating textual information into predictive 

models can enhance the estimation of follow-on 

VC funding for startups. By operationalizing 

unstructured text through SBERT-based 

embeddings and combining them with structured 

numerical variables in logistic regression 

classifiers, the study proposes a multimodal 

framework that mirrors the hybrid reasoning used 

by professional investors. 

To achieve this, the study formulates the following 

research questions:  

• To what extent does the integration of 

unstructured textual data enhance the 

predictive accuracy of empirical models in 

forecasting follow-on venture capital (VC) 

investments?  

• In what ways can venture capitalists 

practically benefit from embedding- based 

predictive models when identifying 

promising startups at the pre-seed or seed 

stage?  

The findings indicate that textual information 

provides significant incremental value over 

traditional structured indicators, with hybrid 

models systematically outperforming the 

numerical-only baseline. These results offer a step 

toward bridging the gap between qualitative 

investor judgment and quantitative predictive 

modeling, contributing both to academic research 

and to the development of data-driven screening 

tools for early-stage investment processes. 

2. Proposed Method 

The empirical strategy builds upon a large-scale, 

proprietary dataset sourced from PitchBook. The 

dataset encompasses venture-backed companies, 

financing events, investors, and associated 

qualitative attributes within the North American 

startup ecosystem. Importantly, PitchBook does 

not apply ex-ante filtering based on performance, 

sector, geography, or survival status. Instead, the 

platform aggregates information from public 

filings, press releases, regulatory submissions, 

investor disclosures, and proprietary research 

efforts. As a result, the dataset represents 

a population-level record of disclosed startup 

activity, mitigating concerns related to selection 

bias or survivorship distortions. 

The full database spans the period from January 

1st, 1911 to September 2nd, 2024 and includes 

176,678 U.S.-based startups linked through an 

extensive relational structure connecting company 

characteristics, industry classifications, locations, 

competitors, investors, financial records, and other 

entity-level attributes. To construct the analytical 

sample, two filtering steps were applied. First, only 

financing events occurring between 2010 and 2022 

were retained to ensure temporal comparability 

and allow sufficient time to observe subsequent 

funding outcomes. Second, the analysis was 

restricted to firms whose first recorded financing 

event was classified under “VC & Individuals 

companies”, thereby anchoring the prediction task 

at the earliest institutional or quasi-institutional 

financing stage and excluding mature firms whose 

initial transactions correspond to buyouts, private 

equity expansions, or M&A activity. 

After applying these filters and merging the 

necessary relational tables, the resulting sample 

comprises 76,194 startups indexed at their first 

qualifying financing date t₀. All textual, 

categorical, and industry-related variables were 

filtered to include only information dated at or 

before t₀, ensuring strict temporal consistency and 

preventing leakage from future events. Financial 

variables represent the main exception. In private 

markets, financial information for early-stage 

startups is often sparse or entirely unavailable 

before the first institutional investment. The 

limited disclosure typical of pre-seed and seed-

stage ventures makes it difficult for data providers 
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to obtain reliable financial statements at t₀. As firms 

grow and complete additional funding rounds, 

their reporting becomes progressively more 

structured and visible, leading to a greater 

availability of financial data only after the initial 

financing events. Although this introduces a 

degree of temporal misalignment, financial 

indicators were retained given their relevance for 

venture investors and their importance in 

evaluating whether text-derived features provide 

incremental predictive value beyond traditional 

financial metrics. The methodological implications 

of this choice and its inherent limitations are 

discussed in a dedicated section of the thesis.  

Building on this consolidated dataset, the 

proposed methodology develops a series of 

predictive models that combine structured 

numerical indicators with semantic 

representations of unstructured textual 

information. The baseline model relies exclusively 

on quantitative variables traditionally used in the 

venture capital literature, while the hybrid 

specifications introduce SBERT-based embeddings 

to assess the incremental contribution of pre–t₀ 

textual signals to predictive accuracy. 

2.1 Dependent Variable Definition 

The dependent variable HasNextRound captures 

an economically meaningful notion of early-stage 

success. It equals 1 if a startup secures a subsequent 

qualifying financing round within 36 months from 

its first institutional investment (t₀). This 36-month 

window reflects the empirical pacing of 

fundraising cycles: industry evidence indicates 

that the transition from seed to Series A and from 

Series A to Series B typically occurs within two to 

three years, making this horizon a realistic 

boundary for identifying meaningful follow-on 

activity. 

Startups that raise more than one round within the 

36-month window are assigned to the positive 

class; all others are labeled 0. 

This operationalization produces a clear and 

interpretable binary indicator that links early-stage 

performance to observable patterns in venture 

financing behavior, capturing the short-term 

fundraising dynamics most relevant for survival 

and growth. 

2.2 Structure Numerical Variables 

The structured component of the model 

incorporates quantitative indicators traditionally 

associated with startup performance, governance 

quality, and financial condition. Given the 

heterogeneity of available variables, they are 

grouped into conceptual clusters for clarity: 

company-level characteristics, investor 

engagement, and valuation and financial 

indicators. Table 1 provides a summary of all 

structured variables included in the baseline 

specification. 

CATEGORY VARIABLE NAME 

COMPANY 

CHARACTERISTICS 

Employees 

 

YearFounded  

EmergingSpaces 

GOVERNANCE & 

INVESTOR 

ENGAGEMENT 

ActiveBoardSeats 

VALUATION METRICS PostMoneyValuation / 

PreMoneyValuation  

EnterpriseValue  

EnterpriseValue / 

EBITDA 

FINANCIAL 

SUSTAINABILITY 

INDICATORS 

CashBurnRate 

 

Runaway  

NetDebt / EBITDA 

Table 1 - Structured Numerical Variables 

Taken together, these indicators capture firm size 

and maturity, governance involvement, financial 

sustainability, and market valuation. They 

constitute the full set of predictors used in the 

structured-only baseline logistic regression model, 

which serves as the primary benchmark for 

evaluating the incremental contribution of textual 

information in the hybrid specifications. 
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Figure 1 - Correlation Matrix with Baseline Features 

Figure 1 reports the pairwise Pearson correlations 

among the structured indicators included in the 

baseline model. The matrix highlights the degree of 

collinearity across financial, valuation, 

governance, and scale-related variables. 

2.3 Textual Variables and Embedding 

Construction 

To complement the structured dataset, the model 

incorporates several unstructured textual fields 

filtered to include only information available at or 

before the First Financing Date. Table 2 lists all 

textual variables used in the analysis. 

VARIABLE NAME 

Company Description 

Competitor Description 

Investor Name 

Investor Status 

Keywords 

Verticals 

HQ Country 

HQ Global Subregion 

LP Description 

LP Policy Description 

Table 2 - Unstructured Textual Variables 

To transform these heterogeneous textual fields 

into numerical representations, the study 

employs Sentence-BERT (SBERT), with “all-

mpnet-base-v2” version, using a pre-trained 

transformer-based model designed to 

generate dense semantic embeddings that capture 

contextual meaning. SBERT maps each text input 

into a fixed-dimensional vector, enabling linear 

models to capture complex qualitative signals that 

traditional econometric frameworks would 

overlook.  

The resulting high-dimensional embedding matrix 

is then reduced via Principal Component Analysis 

(PCA) to mitigate multicollinearity and ensure 

tractability in the hybrid models. 

2.4  Baseline Model 

The baseline specification consists of a logistic 

regression trained exclusively on structured 

numerical variables. Logistic regression is 

intentionally selected due to its interpretability, 

stability, and widespread use in econometric 

modeling. This model serves as the fundamental 

benchmark against which the incremental value of 

textual embeddings is evaluated. 

The baseline specification adopts a logistic 

regression model estimated exclusively on 

structured numerical variables. Consistent with 

standard econometric practice, the model specifies 

the conditional probability that a startup secures a 

follow-on round as 

𝑃(𝑌! = 1 ∣ 𝑥!) = 𝜎(𝛼 + 𝑥!"𝛽) = #

#$%&'	[*(,$&
!
"-)]

,  

where 𝜎(⋅) denotes the logistic cumulative 

distribution function, 𝛼 is the intercept, 

and 𝛽 collects the coefficients associated with the 

structured predictors. Parameters are estimated 

via maximum likelihood, 

(𝛼/, 𝛽0) = arg	max	
,,-

7[𝑦!ln	 𝜎(𝛼 + 𝑥!"𝛽) + (1
1

!2#

− 𝑦!)ln	(1 − 𝜎(𝛼 + 𝑥!"𝛽))], 

yielding a benchmark that is interpretable, stable, 

and aligned with the literature on early-stage 

venture outcomes. 

For completeness, the regression output computed 

on the training set is reported in Figure 2, but it is 

not used for inferential purposes. As is standard in 

predictive modeling, coefficient magnitudes and 

significance levels are not interpreted, since the 

focus of the study is strictly on out-of-sample 

predictive accuracy rather than parameter 

inference. 
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Figure 2 - Baseline Model Output on the Training Set 

2.5  Hybrid Models 

To assess the incremental contribution of 

unstructured textual information, the analysis 

develops several hybrid logistic regression models 

that augment the baseline specification with 

semantic components extracted from SBERT 

embeddings. Across all hybrid configurations, 

textual embeddings are first projected onto a 

lower-dimensional subspace through Principal 

Component Analysis (PCA), fitted exclusively on 

the training set to avoid temporal or informational 

leakage. The resulting textual components 𝑧! are 

then combined with the structured predictors 𝑥!, 
producing a unified model of the form: 

𝑃(𝑌! = 1 ∣ 𝑥! , 𝑧!) = 𝜎(𝛼 + 𝑥!"𝛽 + 𝑧!"𝛾), 

where 𝛾 captures the marginal contribution of text-

derived latent features to the prediction of follow-

on funding. 

Different architectures differ in how the PCA step 

is applied: 

1. Ablation Model: a joint PCA applied to all 

numerical and textual variables, 

producing a compact set of global 

components. 

2. Global PCA Hybrid Model: structured 

variables combined with a global PCA 

applied only to SBERT embeddings. 

3. Per-Variable PCA Hybrid Model: separate 

PCA reductions applied to each textual 

block (e.g., company descriptions, 

competitors, investors), allowing the 

model to preserve domain-specific 

semantic variance. 

These alternative configurations enable a 

systematic comparison of integration strategies 

and allow the empirical analysis to identify which 

pathway for incorporating qualitative information 

yields the highest predictive accuracy. 

3. Results and Discussion 

The empirical evaluation compares the predictive 

performance of the structured baseline with three 

hybrid configurations that integrate SBERT-

derived textual embeddings. The results show that 

unstructured textual information provides 

substantial incremental predictive value and 

materially improves the ability to discriminate 

between startups that will secure a follow-on 

round within 36 months and those that will not. 

Performance gains are robust across cross-

validation folds and on the held-out test set, 

indicating that textual features contribute non-

redundant signals beyond what can be captured by 

structured numerical indicators alone. 

The structured-only baseline exhibits the lowest 

discriminative power, with an AUC of 0.743 and 

balanced sensitivity and specificity (0.651 and 

0.709, respectively). Its pseudo R-squared equals 

0.1258, confirming that structured information 

explains only a limited share of variation in early-

stage funding outcomes. Once textual embeddings 

are incorporated, pseudo R-squared values 

increase markedly across hybrid models (rising to 

0.7108) highlighting a clear enhancement in model 

fit and explanatory power. 

Hybrid models based on PCA-compressed 

embeddings systematically outperform the 

baseline. The Ablation Model, which reduces the 

global space to 90 components, achieves an AUC of 

0.795 and substantially higher sensitivity (0.794), 

indicating improved ability to correctly identify 

startups that eventually secure follow-on funding. 

The Global PCA Hybrid Model, also with 𝑘 =
90 components, but related to textual variables 

only, attains the highest accuracy (0.702) while 

maintaining well-balanced sensitivity and 

specificity (0.785 and 0.662). The Per-Variable PCA 

Hybrid Model, using a representation with up to 

10 components per textual variable (depending on 

the k) and non-reduced structured variables (9), 

performs comparably with an AUC of 0.793 and 

the highest sensitivity among all models (0.799). 
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These findings confirm that textual information 

materially enhances the model’s predictive 

capability irrespective of the chosen 

dimensionality reduction strategy. Table 3 

presents a consolidated summary of the best-

performing configuration for each model class. 

Complete model specifications, including all tested 

PCA dimensionalities and hyperparameter 

settings, are documented extensively in the thesis 

and are not reproduced here for brevity. 

 DIM AUC ACC. SENS. SPEC. 

1 9 0.743 0.690 0.651 0.709 

2 90 0.795 0.699 0.794 0.653 

3 99 0.795 0.702 0.785 0.662 

4 109 0.793 0.697 0.799 0.648 

Table 3 - Summary of Best Performing Configurations 

Across Models 

3.1. Trade-Offs Observed 

The comparative evaluation highlights a consistent 

set of trade-offs between predictive performance, 

dimensionality, and computational efficiency 

across the four modeling strategies. Although all 

hybrid configurations substantially outperform the 

structured-only baseline, the resulting gains tend 

to converge, implying that efficiency and model 

design become the dominant criteria for model 

selection. 

The Ablation Model, which applies a global PCA 

to both structured and unstructured variables, 

achieves high predictive accuracy but at the 

highest computational cost (≈280 seconds for 

computing the optimal 𝑘 = 90). This approach 

effectively captures cross-modal interactions, yet 

the joint compression of heterogeneous features 

produces a large latent space and reduced 

scalability. 

The Global PCA Hybrid Model attains nearly 

identical discriminative performance, matching 

the Ablation Model’s AUC and slightly improving 

accuracy, while reducing training time to roughly 

200 seconds. By applying PCA solely to textual 

embeddings and retaining numerical variables in 

their original form, this specification avoids 

unnecessary compression and yields a more 

coherent modeling structure. 

The Per-Variable PCA Hybrid Model constitutes 

the most efficient configuration, with training 

times near 21 seconds for 𝑘 = 10. Its AUC is only 

marginally lower than the other hybrids (ΔAUC ≈ 

0.002). The separate reduction of each textual 

domain enhances modularity and interpretability, 

making this approach attractive for large-scale 

applications or when domain-specific semantic 

structure is relevant. 

Taken together, the results show that once textual 

information is incorporated, improvements in 

discriminative power rapidly plateau: all hybrid 

models achieve AUC values around 0.793–0.795 

and levels significantly above the baseline. 

Consequently, the choice among hybrid 

specifications should be guided primarily by 

computational efficiency, scalability, and practical 

deployment considerations rather than marginal 

performance differences. In this respect, the Global 

PCA Hybrid Model represents the most effective 

balance between accuracy, coherence, and cost, 

while the Per-Variable PCA Model offers a 

compelling alternative when speed and 

modularity are prioritized. 

4. Conclusions and Future Works 

The empirical results show that integrating 

unstructured textual information meaningfully 

improves the prediction of follow-on venture 

financing. While the structured-only baseline 

reaches an AUC of 0.743, hybrid models enriched 

with SBERT-derived embeddings achieve 

approximately 0.795, yielding a substantial and 

statistically significant improvement (ΔAUC ≈ 

0.05). This confirms that textual narratives encode 

qualitative dimensions of early-stage venture 

quality that numerical indicators alone do not 

capture. 

These findings provide clear answers to the 

research questions. The inclusion of textual 

features materially enhances predictive accuracy, 

demonstrating that descriptive narratives contain 

systematic information about the likelihood of 

securing subsequent funding. At the same time, 

embedding-based models offer practical benefits 

for venture capitalists, who routinely operate in 

environments characterized by severe information 

scarcity, fragmented disclosures, and irregular 

reporting practices. Because structured financial 
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statements are often unavailable or only partially 

disclosed in the early stages of a startup’s life, 

relying solely on numerical indicators provides an 

incomplete picture. By transforming available 

textual fields into semantically rich numerical 

representations, hybrid models help compensate 

for missing or delayed information and support 

more informed and consistent screening. In this 

way, they allow investors to navigate large deal 

flows more efficiently and identify promising 

startups even when traditional financial data are 

sparse or unreliable. 

These contributions must, however, be interpreted 

in light of the structural limitations of private-

market datasets. Early-stage companies often lack 

standardized financial reporting, and many fiscal 

indicators become available only after the first 

institutional round, generating unavoidable 

temporal inconsistencies in the structured dataset. 

Textual fields tend to be disclosed earlier and can 

be aligned with the first financing event, but they 

do not fully overcome the scarcity and irregularity 

that characterize information in young ventures. 

These constraints reflect intrinsic features of early-

stage ecosystems rather than methodological 

shortcomings and highlight the need for future 

research relying on richer, more consistently 

disclosed, and more temporally granular data 

sources. 
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