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Abstract 

The evaluation of early-stage enterprises poses a distinctive challenge for investors, as 

these firms typically operate with limited, unaudited, and often unreliable financial 

information. Traditional econometric models that rely exclusively on structured 

variables therefore struggle to capture the qualitative dimensions that frequently 

guide venture capital decisions. This thesis aims to address this limitation by 

investigating whether the integration of structured financial and operational 

indicators with unstructured textual data can improve the prediction of startup 

funding outcomes. The textual component includes company descriptions, competitor 

narratives, investor profiles, and sector classifications. 

To operationalize this approach, natural language processing techniques are 

employed, with pre-trained Sentence-BERT (SBERT) models generating semantic 

embeddings that capture the meaning of startup-related text. These embeddings are 

then combined with conventional predictors within logistic regression classifiers to 

estimate the probability that a startup will secure subsequent rounds of financing 

within a limited time horizon, reflecting sustained investor confidence.  

The framework contributes to the growing literature at the intersection of machine 

learning and alternative investments, demonstrating how textual information can 

complement quantitative indicators in forecasting entrepreneurial trajectories. From a 

practical standpoint, it outlines a replicable methodology that venture capital funds 

could adopt to enhance the efficiency of screening and due diligence processes, 

bridging the gap between academic research and investment practice in contexts 

where uncertainty is particularly acute. 
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Abstract in italiano 

Valutare le imprese in fase iniziale rappresenta una sfida peculiare per gli investitori, 

poiché tali aziende operano tipicamente con informazioni finanziarie limitate, non 

sottoposte a revisione contabile e spesso poco affidabili. I modelli econometrici 

tradizionali, basati esclusivamente su variabili strutturate, faticano quindi a cogliere le 

dimensioni qualitative che frequentemente orientano le decisioni dei venture 

capitalist. 

La presente tesi mira a colmare tale limite indagando se l’integrazione di indicatori 

finanziari e operativi strutturati con dati testuali non strutturati possa migliorare la 

previsione degli esiti di finanziamento delle startup. La componente testuale 

comprende descrizioni aziendali, narrazioni sui concorrenti, profili degli investitori e 

classificazioni settoriali. 

Per rendere operativo questo approccio, vengono impiegate tecniche di elaborazione 

del linguaggio naturale (Natural Language Processing, NLP), utilizzando modelli pre-

trained Sentence-BERT (SBERT) per generare embedding semantici che catturano il 

significato del testo relativo alle startup. Tali rappresentazioni vengono poi combinate 

con i predittori convenzionali all’interno di classificatori di regressione logistica, al fine 

di stimare la probabilità che una startup ottenga round di finanziamento successivi 

entro un orizzonte temporale limitato, riflettendo così una fiducia sostenuta da parte 

degli investitori. 

Il framework proposto contribuisce alla letteratura in espansione sull’intersezione tra 

machine learning e investimenti alternativi, dimostrando come le informazioni testuali 

possano integrare gli indicatori quantitativi nel prevedere le traiettorie 
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imprenditoriali. Da un punto di vista pratico, esso delinea una metodologia replicabile 

che i fondi di venture capital potrebbero adottare per migliorare l’efficienza dei 

processi di screening e due diligence, colmando il divario tra ricerca accademica e 

prassi d’investimento in contesti caratterizzati da elevata incertezza. 

Parole chiave: Previsione in Venture Capital, Sentence-BERT (SBERT) embeddings, 
Startups, Natural Language Processing nell’analisi degli investimenti. 
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Introduction 

Forecasting the success of early-stage startups remains one of the most difficult tasks 

in finance. Unlike established firms, these companies often lack reliable and 

standardized financial reporting, operate with very limited track records, and face 

high failure rates. At the same time, they represent a crucial driver of innovation and 

attract large amounts of capital from investors willing to bear high risks in exchange 

for potentially outsized returns. This combination of uncertainty and scarcity of 

dependable information makes the evaluation of startups a uniquely complex 

challenge. 

The venture capital (VC) industry has long relied on a combination of quantitative 

indicators and qualitative judgment to guide investment decisions. Traditional 

financial variables such as early revenue growth, burn rate, or valuation at the last 

funding round are commonly analyzed. Yet experienced investors also emphasize less 

tangible elements, including the quality of the founding team, the clarity of the 

business model, or the perceived fit within emerging sectors. These factors, though 

often decisive in practice, are typically embedded in unstructured forms of 

information that standard econometric models are not designed to capture. 

In recent years, advances in natural language processing (NLP) have created new 

opportunities to extract value from unstructured text. Research in finance has shown 

that textual data can carry predictive signals for a range of tasks, from asset pricing to 

earnings forecasts. However, applications to venture capital remain limited, despite 

the clear importance of textual information in describing the characteristics and 

positioning of young companies. This thesis contributes to addressing this limitation 



2 Introduction 
 

 

by exploring how text-based features can complement structured variables in the 

prediction of startups success. 

Rather than focusing solely on numerical indicators, the analysis incorporates 

semantic embeddings derived from startup-related textual fields such as company 

descriptions, competitor narratives, and investor information. These representations 

are generated using Sentence-BERT (SBERT), a transformer-based model specifically 

designed to produce meaningful vector encodings of text. By integrating them into a 

logistic regression framework alongside structured variables, the study develops a 

hybrid approach that captures both quantitative metrics and qualitative signals 

relevant to the fundraising trajectory of early-stage ventures. 

The remainder of this thesis is structured as follows. Chapter 1 offers an in-depth 

overview of the startup ecosystem and the venture capital (VC) market. It begins by 

delineating the definitional boundaries of startups and characterizing Early-Stage 

Enterprises (ESEs), with particular attention to their financial structure, typical failure 

patterns, and financing mechanisms. The chapter then shifts focus to the VC industry, 

illustrating the startup selection process and the evaluative criteria commonly adopted 

by venture capitalists. 

Chapter 2 provides a comprehensive review of the extant literature at the intersection 

of venture capital decision-making and the application of machine learning 

methodologies in finance. Special emphasis is placed on the role of textual information, 

long recognized by investors but historically underrepresented in quantitative studies, 

as a source of qualitative signals that can be systematically incorporated into predictive 

models. The chapter introduces the predictive task at the core of this work, outlines 

the limitations of previous approaches, and formulates the central research questions. 

These inquiries aim to assess whether and how unstructured textual data can enhance 

predictive accuracy in the context of follow-on VC investments. 
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Chapter 3 presents the empirical strategy. It describes the dataset, the construction of 

the dependent variable, and the modeling approaches employed. In this chapter, it is 

in-depth explained how the success of startups is estimated and the rationale behind 

it. 

Four models are introduced: a baseline that relies exclusively on structured numerical 

data, and a set of hybrid models that incorporate unstructured textual information 

through sentence embeddings obtained with SBERT. The discussion also covers the 

labeling rules used to define the dependent variable, the procedures for threshold 

calibration, the application of Principal Component Analysis for dimensionality 

reduction, and the final model specifications. 

Chapter 4 presents the empirical findings. The performance of each model is evaluated 

using standard classification outputs—confusion matrices, precision, and accuracy—

and comparative analyses are conducted to quantify the incremental contribution of 

textual features over a structured-only baseline, including configurations with global 

and per-variable PCA. 

Chapter 5 provides a critical discussion of the results, exploring trade-offs between 

model accuracy, interpretability, and computational efficiency. It contextualizes the 

findings within the broader literature, offers detailed answers to the research 

questions, and discusses implications for the design of data-driven screening and due 

diligence workflows in venture investing. 

Chapter 6 identifies potential avenues for future research, including extensions to exit 

prediction models with return metrics. It also outlines the methodological limitations 

encountered, such as memory constraints and generalizability concerns related to 

textual data embeddings. 
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Finally, it concludes by summarizing the principal contributions of the thesis, 

highlighting their implications for the field and for investment processes, and offering 

final reflections on the integration of structured and unstructured data in financial 

prediction models.



 

 

1 Startups and Venture Capital Markets 

1.1. Startups Market 

Over the past two decades, startups have emerged as key players in driving 

technological innovation, disrupting traditional industries, and reshaping economic 

landscapes. They represent an increasingly vital component of the global economy, 

characterized by high growth potential, scalability, and a strong emphasis on 

innovation. As such, startups have garnered growing interest not only from 

entrepreneurs and policymakers, but also from investors, particularly within the 

venture capital (VC) ecosystem. 

The United States remains the largest and most dynamic startup hub globally. 

According to Tracxn (2024), the country hosts more than 1,044,000 active startups, of 

which roughly 179,000 are funded companies1 that together have raised over $6.1 

trillion through venture capital and private equity rounds [1]. The ecosystem has 

produced 719 unicorns, alongside more than 272,000 funding rounds, 92,000 

acquisitions, and nearly 10,000 IPOs, underscoring both its magnitude and dynamism. 

Complementing these figures, Hurun’s Global Unicorn Index 2025 reports 758 U.S.-

based unicorns, representing almost half of the global total and reaffirming the 

 
1 “Funded companies,” in the context of venture capital, are private firms that have received external 
financing, typically through equity investment, in exchange for ownership stakes. PitchBook describes 
VC as a form of financing where capital is invested into a company, often a startup, in return for 
equity. 
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country’s centrality in high-growth entrepreneurship [2]. At a broader level, 

Crunchbase data indicate that global venture funding in 2024 reached approximately 

USD 314 billion, a modest 3% increase compared to 2023 (USD 304 billion). This 

amount exceeded the pre-pandemic level of 2019 but remained below the peaks 

observed in 2018 and 2020 (USD 346 and USD 350 billion, respectively), highlighting 

both resilience and cyclical variability in startup financing [3].  

This density and vibrancy underscore the strategic importance of the startup economy 

in the U.S., particularly in driving innovation across sectors such as software, fintech, 

biotech, and AI. North America as a region hosts many of the world’s top startup 

ecosystems, including Silicon Valley, New York City, Boston, and Austin. 

The startup industry is inherently marked by uncertainty, rapid evolution, and strong 

dependence on intangible resources such as human capital, creativity, and the ability 

to adapt quickly to changing environments. In contrast to large corporations, startups 

operate in resource-constrained settings, where access to capital, information 

asymmetry, and time-to-market are critical challenges. This volatility necessitates a 

flexible, learning-oriented approach to business development, often embodied in 

methodologies like the Lean Startup (Ries, 2011) or Customer Development (Blank, 

2013). 

According to Ghezzi (2022), startups differ from traditional new ventures due to their 

intense focus on scalability and growth under conditions of extreme uncertainty [4]. 

This view is also echoed in Steve Blank’s definition, which sees startups as “temporary 

organizations in search of a repeatable and scalable business model” [5]. These 
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organizations are not merely “small versions of large firms,” but rather entities that 

need to discover, test, and validate their business models before they can execute them. 

 
Figure 1 - Global Venture Dollar Volume by Year 

1.1.1. How to Define a Startup 

Despite its widespread use, the term startup remains somewhat fluid and context-

dependent, reflecting the diversity of industries and stages of maturity in which such 

ventures operate. From a conceptual standpoint, a startup can be seen as a temporary 

organization established to explore and validate a scalable and repeatable business 

model under conditions of uncertainty [5]. This definition captures their experimental 

and innovative nature, distinguishing them from traditional new ventures. 

Scholars have attempted to delineate structural traits, such as young age (generally 

less than five years), absence of listing on public markets, small operational footprint, 

and limited revenues, combined with a high potential for rapid growth [4]. Yet these 
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criteria are not absolute. Biotech startups, for instance, may remain pre-revenue for a 

decade, whereas digital platforms can achieve global scale within a few years. 

Ultimately, the notion of a startup is less about size or age than about purpose: an 

entity designed to innovate and scale rapidly in the face of uncertainty. 

For the purposes of this thesis, a startup is therefore defined as a newly founded 

company pursuing innovation and scalability without an established business model, 

typically reliant on external funding to support its early growth trajectory. 

1.1.2. Characteristics of Early Stage Enterprises (ESEs) 

Early-Stage Enterprises (ESEs) represent a more clearly defined subset of young 

ventures compared to the broader and often ambiguous notion of startups. As 

recognized in valuation literature [6], [7] and professional practice, they share a series 

of recurring financial, organizational, and developmental traits that make them both 

promising and analytically challenging. 

At their core, ESEs typically operate without meaningful product revenues while 

sustaining substantial expenditures in technology development, R&D, and customer 

acquisition. They almost invariably report negative cash flows and recurring operating 

losses, which reduces the usefulness of conventional accounting metrics. Because they 

are not financially autonomous, their survival and growth depend on the ability to 

secure continuous external funding from investors. Much of their value resides in 

intangible assets—intellectual property, proprietary algorithms, software, brand 

reputation, and the capabilities of the management team. 

A defining characteristic of ESEs is the scarcity and limited reliability of operational 

and financial data, which creates a severe informational asymmetry between 
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entrepreneurs and potential investors. In their earliest stages, many ventures lack 

audited statements or consistent accounting systems, resulting in fragmented or 

unaudited figures that offer little predictive power. Venture capitalists, however, rely 

heavily on operational information to assess the scalability and sustainability of 

business models. When startups cannot provide credible forecasts derived from their 

operations—such as realistic cash-flow projections demonstrating how revenues and 

margins are expected to evolve—it becomes extremely difficult for investors to 

evaluate the underlying economic potential and allocate capital with confidence. At 

this stage, VCs often must base their assessments on partial, qualitative, or narrative 

information rather than on verified financial performance. 

ESEs evolve through successive stages of development, each with distinct financing 

patterns. In the seed or angel stage, ventures are pre-revenue and rely on founders, 

friends and family, or angel investors, raising modest amounts to validate a concept, 

build a minimum viable product, and test initial market assumptions. As they progress 

into early venture capital rounds, some revenues may emerge but are generally 

outweighed by high expenditures for product refinement, marketing, and 

organizational growth. Institutional investors typically intervene at this point through 

Series A and B funding, introducing larger pools of capital alongside more rigorous 

governance and due diligence requirements. The later venture capital stage is 

characterized by accelerated revenue growth and scaling, often in preparation for an 

IPO or acquisition. Series C and subsequent rounds involve substantial capital from 

growth-oriented VC funds, private equity, or corporate investors. Beyond the early 

stage, enterprises may enter the expansion phase with mezzanine or bridge financing, 

followed by the stage of self-sufficiency and strategic exits, and ultimately reach 

maturity with established profitability and continuing operations. 
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Progression through these stages is associated with rising valuations, improving 

survival prospects, and a gradual reduction in risk. For instance, in the U.S. software 

sector, median pre-money valuations increase from around USD 8 million at the seed 

stage to nearly USD 90 million in later VC rounds, respectively as of December 31, 2019 

[8]. Nevertheless, profitability often remains delayed, and the majority of ventures 

continue to face high uncertainty and informational opacity. 

The financing architecture reflects this evolution. Early rounds are informal and trust-

based, while later stages are increasingly structured, with institutional investors 

introducing preferred equity, liquidation preferences, and stronger governance 

oversight. Exit transactions—through IPOs, acquisitions, or secondary sales—

represent the culmination of this process and the point at which investors realize 

returns. 

Despite this structured lifecycle, one central analytical challenge persists: the scarcity 

and low reliability of financial information. Audited statements are rare, and forecasts 

are often optimistic and weakly grounded. This opacity limits the predictive power of 

models based solely on financial data. For this reason, qualitative and narrative 

information, such as company descriptions, sector classifications, founder 

backgrounds, and investor profiles, becomes particularly valuable. By converting such 

unstructured data into semantic embeddings with models like SBERT [9], it is possible 

to integrate hidden drivers of performance into predictive frameworks, directly 

addressing one of the key limitations of traditional approaches to early-stage 

valuation. 
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1.1.3. Why Do They Fail? 

The failure of startups is a structural and recurrent component of the entrepreneurial 

ecosystem, reflecting the inherent fragility and uncertainty of early-stage ventures. 

Although innovation and growth potential are often celebrated, the reality is that a 

large proportion of new firms fail to achieve sustainability. Understanding the 

determinants of these failures is therefore crucial for investors, policymakers, and 

scholars alike, as it sheds light on the mechanisms that differentiate successful 

ventures from those that do not survive. Evidence from CB Insights (2020), based on 

over one hundred post-mortems, reveals that failure rarely results from a single cause 

but rather from the cumulative effect of deficiencies in market validation, financial 

planning, team composition, and competitive positioning [10]. 

Empirical data confirm the magnitude of this phenomenon. According to the U.S. 

Bureau of Labor Statistics, only 51.4% of new companies founded in 2010 were still 

operating by the end of 2015, with survival rates particularly low for firms in their first 

three years of activity [11]. Studies by Amy Knaup and M.C. Piazza for the 

period 1998–2005 similarly report that only 44% of companies remained active after 

seven years, underscoring the structural vulnerability of new ventures [12], [13]. In the 

venture capital segment, Cambridge Associates (2019) found that 51.1% of portfolio 

company investments between 1990 and 2016 resulted in full or partial losses [14], 

while data from PitchBook (2019) show that only 25% of VC-backed deals achieved a 

positive exit, and merely 12% generated returns exceeding 5x [15]. These figures 

illustrate that despite their potential for exponential growth, most startups either fail 

to scale or are unable to deliver meaningful returns to investors. 
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Among the factors most frequently cited, the absence of a real and validated market 

need stands out as the primary cause, with 42% of failed startups admitting to having 

built products that solved non-existent or marginal problems. This lack of product–

market fit illustrates the risks of prioritizing technological development over early 

demand testing. Beyond strategic misalignment, however, the most pervasive 

structural weakness lies in financial dependence. Startups, by definition, lack self-

sustaining cash flows and depend on continuous external financing to fund 

operations, product development, and market expansion. As such, the availability and 

timing of capital inflows often determine their survival. CB Insights (2020) reports that 

29% of failures were due to running out of cash, a consequence not only of inadequate 

financial forecasting and excessive burn rates, but also of delays or failures in securing 

follow-on funding [10]. 

Organizational shortcomings further compound these vulnerabilities. Roughly 23% of 

post-mortems attribute failure to weak or incomplete teams, lacking either the 

technical skills or managerial capacity to execute strategy effectively. Competitive 

pressure also plays a major role, with 19% of ventures reporting being outcompeted 

by better-funded or faster-moving rivals, while issues related to pricing, cost 

management, and product quality (18–17%) further erode financial resilience. 

Secondary factors such as poor marketing execution, loss of focus, investor conflicts, 

and founder burnout often accelerate decline once liquidity constraints emerge. 

Taken together, these findings highlight that the root cause of startup failure often lies 

not in exogenous shocks but in the internal dynamics of financial fragility and 

misaligned execution. Startups fail when they are unable to secure sufficient funding 

to sustain operations until achieving product–market fit or positive cash flow. 
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Consequently, access to capital and the ability to obtain subsequent rounds of 

financing become critical indicators of resilience and long-term potential. Within this 

perspective, the recurrence of funding rounds, particularly those occurring within a 

limited time horizon, serves as an observable signal of investor confidence and 

sustained growth prospects, forming the foundation for the empirical definition of 

“success” adopted in this thesis. 

 
Figure 2 - Top Reported Reasons for Startup Failure [10] 

1.2. The Venture Capital Industry 

Early-Stage Enterprises (ESEs), particularly those that have not yet achieved 

profitability, depend critically on the continuous availability of external capital to 

sustain operations and scale. Even after achieving technological feasibility or 

preliminary market validation, it often takes several years before such firms reach 

breakeven. In this context, access to capital becomes not merely a facilitator of growth 

but a precondition for survival. Traditional bank financing remains largely 

inaccessible, as lending institutions are reluctant to extend credit to firms lacking 
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operating history, tangible assets, or positive cash flows. When loans are granted, they 

are typically backed by personal guarantees or extended within acquisition contexts, 

where repayment is expected to occur after integration into a more mature entity. 

Consequently, most ESEs rely on equity financing, with venture capital (VC) serving 

as the principal institutional mechanism that bridges the funding gap left by 

conventional lenders. 

Venture capital plays a pivotal role in financing early-stage innovation. In addition to 

providing financial resources, VC firms offer strategic guidance, access to professional 

and commercial networks, and validation that enhances credibility with subsequent 

investors. Their investment decisions are inherently high-risk and justified by the 

expectation of asymmetric, exponential returns, typically realized through successful 

exit events such as initial public offerings or acquisitions. The sequential nature of 

venture financing, progressing from pre-seed and seed rounds to Series A, B, and 

growth stages, mirrors the developmental trajectory of ESEs. Each successive round 

reflects a reduction in uncertainty, an increase in valuation, and a shift in investor 

expectations toward scalability and eventual liquidity. 

The venture capital market has expanded significantly over the past decade, both in 

transaction volume and in capital deployed. Between 2010 and 2019, the number of 

VC-backed deals in the United States grew at an annualized rate of approximately 

15.8%, while total deal value increased by 7.1% per year. Seed-stage transactions 

became increasingly prominent during this period, rising from 31.7% of all deals in 

2010 to 42.3% in 2019. However, capital concentration remains skewed toward later 

stages, which account for over 60% of total deal value. This pattern reflects the growing 

prevalence of fewer but larger transactions in mature ESEs, with median deal sizes 
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reaching roughly USD 1 million at the seed stage and exceeding USD 10 million at later 

rounds [8]. Simultaneously, the time required to progress through funding stages has 

lengthened: most firms take approximately four years to reach Series A and about 

eight years to attain Series D or beyond. 

Venture capital funds are typically structured as closed-end vehicles with lifespans 

ranging from eight to twelve years. Investors commit capital that is gradually 

deployed through capital calls as investment opportunities arise. A portion of this 

committed capital often remains undrawn for extended periods, a phenomenon 

referred to as “dry powder.” Once invested, capital remains locked until portfolio 

companies are exited, usually after four to six years. This structure allows flexibility in 

deployment but also introduces complexity in assessing fund performance. 

The number of VC funds operating in the United States has grown dramatically since 

the post-crisis bottom of 2011. According to Preqin, more than one thousand funds 

were actively raising capital by mid-2019, a sixfold increase relative to the prior decade 

[15]. More recent figures from PitchBook indicate that U.S. venture capital assets under 

management surpassed USD 1.2 trillion, supported by USD 311.6 billion in dry 

powder and USD 66.9 billion raised across 474 new funds [16]. Most of this capital 

originates from institutional investors such as pension funds, endowments, sovereign 

wealth funds, and insurance companies. Many of these limited partners increasingly 

combine indirect exposure through VC funds with direct investments or co-

investment opportunities, allowing greater control over deal-level exposure while 

reducing fees and enhancing strategic alignment. 
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Expected returns in venture capital far exceed those in traditional asset classes, 

reflecting the illiquidity, delayed cash flows, and high failure rates characteristic of 

early-stage investing. Estimating performance remains challenging due to irregular 

cash flows and valuation opacity, prompting the use of multiple metrics, such as 

Internal Rate of Return (IRR), Total Value to Paid-In (TVPI), and Multiple on Invested 

Capital (MOIC), to capture different dimensions of fund outcomes. 

In summary, venture capital has evolved into an essential pillar of the early-stage 

financing ecosystem, compensating for the structural inability of ESEs to obtain debt 

financing and providing both the capital and expertise required to navigate 

uncertainty. The increasing institutionalization of VC, together with the sophistication 

of its funding structures and the diversification of investor strategies, has produced a 

dynamic and complex market. This system not only fuels innovation and growth but 

also serves as a critical mechanism through which the financial viability of early-stage 

enterprises is determined, a link that underpins the predictive framework developed 

in this thesis. 

1.2.1. VC Investment Process: Sourcing, Valuation and Funding 

The investment process adopted by venture capital (VC) funds is designed to address 

the uncertainty and information asymmetry that characterize early-stage investment 

environments. Although VC firms differ in sectoral focus, geographic reach, and 

degree of operational involvement, their core processes follow a relatively 

standardized structure aimed at progressively reducing risk through structured 

screening, valuation, and staged financing. 
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The process begins with deal sourcing, through which funds identify potential 

investment opportunities via both inbound and outbound channels. Common sources 

include accelerator programs, university spin-offs, founder and investor networks, 

pitch events, and specialized databases such as PitchBook and Crunchbase [17]. At this 

stage, VC firms define their target profiles in terms of sector, business model, stage of 

development, geography, and alignment with the fund’s strategic mandate. 

Once a promising startup is identified, the firm requests a preliminary information 

package, often a teaser or pitch deck, and may sign a non-disclosure agreement (NDA) 

to review sensitive data. This is followed by an introductory meeting to assess 

alignment on vision, business model scalability, and initial traction. If interest is 

confirmed, the startup is invited to populate a data room, providing access to financial 

statements, capitalization tables, growth forecasts, and competitive analyses. Based on 

this material, the investment team prepares an internal note for discussion at the 

Investment Committee (IC). 

If approved for further consideration, the fund proceeds with a formal due diligence 

process, which generally unfolds across three dimensions: 

• Commercial due diligence, examining market potential, competition, and 

growth dynamics; 

• Financial due diligence, focused on cash flows, burn rate, capital requirements, 

and fundraising history; 

• Legal due diligence, verifying ownership, contracts, and intellectual property 

rights. 
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These evaluations aim to verify the startup’s claims, assess scalability, and quantify 

risk. In specialized industries, such as biotechnology or fintech, VC funds often rely on 

external experts to validate the technological feasibility of the product and the 

robustness of the regulatory position. 

Valuation becomes a central stage in the investment process. The valuation of early-

stage enterprises (ESEs) presents distinctive challenges due to limited financial history, 

negative cash flows, and the predominance of intangible assets. As highlighted by 

the AICPA Accounting and Valuation Guide (2018) and the International Private 

Equity and Venture Capital Valuation (IPEV) Guidelines (2017), the choice of 

methodology depends on the maturity of the enterprise and data availability [7], [18]. 

At the earliest stages, the income approach, which discounts projected cash flows, is 

generally unsuitable, given the speculative nature of forecasts and the lack of historical 

performance. It becomes more applicable in later rounds (Stage 2 or 3), albeit with 

higher discount rates to capture uncertainty. The market approach often serves as the 

preferred reference, particularly through calibration to recent transaction prices or 

comparable company multiples. However, finding appropriate comparables is 

difficult due to the heterogeneity of startups. The asset-based approach may be 

employed in exceptional cases, particularly when valuing identifiable intangible assets 

such as patents, proprietary technology, or software. 

Recent guidance from the AICPA emphasizes the need for fair value measurement at 

each reporting date, using recent transactions as the primary indicator when 

applicable [7]. The IPEV Guidelines, endorsed by over 39 professional associations 

worldwide, have further refined valuation practices for early-stage enterprises, 



Startups and Venture Capital Markets 19 
 

 

expanding the guidance for intangible assets and clarifying the role of calibration 

methods to ensure consistency in portfolio valuations [18]. 

Once valuation is completed and the due diligence outcomes are consolidated, the 

investment team prepares a final memorandum to present to the IC. Upon approval, 

the fund proceeds to the term sheet negotiation and closing phase, defining key terms 

such as equity stake, liquidation preferences, and governance rights. Capital is then 

deployed in tranches, often linked to predefined milestones, reflecting the staged 

nature of VC investing. 

This structured progression, from sourcing to valuation and funding, enables VC firms 

to systematically mitigate uncertainty and validate key assumptions regarding 

product viability, market fit, and team capability. It also illustrates how valuation 

practices have evolved to integrate both quantitative indicators and qualitative 

judgment in line with international valuation standards, reflecting a more 

standardized and transparent approach to early-stage investing. 

1.2.2. Key Variable in VC Startup Evaluation 

The evaluation of investment opportunities in Early-Stage Enterprises (ESEs) requires 

venture capital (VC) analysts to identify a coherent set of variables capable of 

capturing both the potential and the risk profile of highly uncertain ventures. Unlike 

mature firms, ESEs operate with scarce historical data, negative operating cash flows, 

and limited financial visibility, rendering traditional accounting-based metrics largely 

uninformative. In these contexts, the analytical focus shifts toward qualitative and 

forward-looking indicators that can provide insight into execution capacity, 

scalability, and investor confidence. 
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Empirical evidence confirms that VC decision-making relies predominantly on 

qualitative judgments rather than quantitative financial indicators. In their 

comprehensive survey of 885 venture capitalists, Gompers, Gornall, Kaplan, and 

Strebulaev (2020) found that team quality is consistently ranked as the most important 

factor in investment selection, cited by 95% of respondents as critical and by nearly 

half (47%) as the single most decisive criterion. Other highly influential dimensions 

include business model viability (83%) and product attributes (74%), while factors 

such as market size (68%) and valuation (56%) play secondary but still relevant roles 

[19]. Conversely, industry trends and financial metrics rank considerably lower, 

underscoring that early-stage investment decisions prioritize qualitative assessments 

over quantitative performance. 

At the core of these qualitative variables lies the strength of the management team, 

which consistently emerges as the dominant predictor of early-stage success. The same 

study shows that venture capitalists emphasize industry experience 

(60%), entrepreneurial experience (50%), and managerial ability (67%) as the most 

valued traits in founding teams. Attributes such as teamwork, motivation, and passion 

also feature prominently, reinforcing the notion that early-stage investing is 

fundamentally a bet on people rather than on existing financial performance. These 

findings are consistent with prior literature (Jang & Kaplan, 2023), which identifies 

team-related indicators, such as founder background, cohesion, and execution 

capacity, as the strongest determinants of funding success in initial rounds [17]. 

Beyond team characteristics, the ability to meet key milestones constitutes another 

essential valuation factor. Progress in product development, regulatory approvals, 

partnerships with strategic actors, and media visibility provide tangible signals of 
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traction and operational maturity. Achieving milestones serves as both a proxy for 

managerial competence and a form of market validation that reduces informational 

asymmetry between entrepreneurs and investors. 

The ability to raise capital also functions as a pivotal variable in venture evaluation. 

Since ESEs lack financial autonomy and rely almost entirely on external funding, 

continued access to capital represents both a measure of investor confidence and a 

determinant of survival. VC analysts therefore monitor not only past fundraising 

success but also the firm’s network strength, reputation, and signaling effects 

associated with high-quality co-investors. Similarly, indicators such as cash burn 

rate and runway, while quantitative, are interpreted qualitatively, as proxies for 

financial discipline, risk management, and adaptability under uncertainty. 

In practice, venture capitalists synthesize these variables within multidimensional 

frameworks or internal scoring models that balance qualitative insight with 

quantitative discipline. Typical evaluation scorecards include: 

• Team strength, encompassing experience, cohesion, leadership, and execution 

ability; 

• Market opportunity, measured through Total Addressable Market (TAM), 

Serviceable Obtainable Market (SOM), and market growth projections; 

• Product innovation and differentiation, capturing defensibility, customer 

validation, and potential for scalability; 

• Strategic relationships and visibility, including partnerships, endorsements, 

and media presence; 
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• Exit potential, reflecting the likelihood of future rounds, acquisition 

opportunities, or IPO readiness. 

The interplay between these dimensions reveals a clear pattern: while numerical 

metrics such as revenue growth, burn rate, or valuation contribute to the assessment, 

the qualitative attributes of the founding team and business model remain decisive, 

particularly in early rounds when uncertainty is maximal. This dynamic explains the 

growing interest in data-driven methods capable of extracting structured insights from 

qualitative sources, such as company descriptions, founder narratives, and investor 

communications. By embedding such unstructured information into econometric 

frameworks, it becomes possible to capture intangible drivers of performance that 

conventional financial models systematically overlook. 

 

  



Literature Review 23 
 

 

2 Literature Review 

2.1. The Importance of Prediction in the Venture Capital 
Context 

Prediction plays a central role in the venture capital (VC) industry, where early-stage 

investment decisions are made under extreme uncertainty, sparse historical data, and 

limited financial transparency. Understanding and modeling this predictive structure 

is fundamental to improving capital allocation efficiency. Identifying startups that will 

successfully raise follow-on rounds is crucial for portfolio performance, yet traditional 

selection processes remain largely heuristic and opaque. In this context, predictive 

modeling, especially when powered by machine learning (ML), offers the potential to 

standardize and enhance early-stage screening and due diligence, transforming 

qualitative assessments into scalable, data-driven insights. 

The growing complexity and volume of startup-related information have rendered 

conventional manual analysis increasingly insufficient. As shown by Caruso et al. 

(2021) in Algorithmic Venture Capital, many high-profile VC funds still rely on 

informal processes and subjective founder evaluations, despite the availability of 

quantitative indicators with predictive value [20]. This discrepancy motivates the 

development of systematic predictive tools that can combine structured and 

unstructured information to anticipate future startup success. A data-driven 

framework provides a means to complement human intuition with measurable and 

reproducible evidence, improving both decision consistency and transparency. 

In the startup context, prediction is not a descriptive exercise but rather the lever that 

determines the allocation of scarce capital, the speed of portfolio learning, and 



24 Literature Review 
 

 

consequently the overall economic impact of the ecosystem. Early-stage investors face 

a problem of selection under uncertainty: deciding today whether to fund a venture 

whose outcomes (follow-on rounds, exits, or failures) will materialize only over a 

multi-year horizon. Formally, this decision problem can be reframed as a predictive 

task that consists of estimating economically relevant quantities such as: (i) the 

probability of continuation (e.g., follow-on funding within a given time window T); 

(ii) the quality of the outcome (e.g., valuation step-up multiple at the next round); and 

(iii) the expected value creation relative to external opportunities (e.g., public market 

benchmarks), which makes the problem inherently cost-sensitive. In the absence of 

reliable predictors, type I errors (funding “false positives”) waste resources that could 

have achieved higher returns elsewhere, while type II errors (failing to fund “true 

positives”) reduce exposure to the power-law dynamics that dominate VC returns. 

Empirical evidence suggests, on the one hand, that exploitable predictive structure 

exists, and on the other, that current decision-making practices fail to use it 

efficiently. Algorithmic Venture Capital demonstrates that valuation step-ups in 

subsequent rounds are predictable from observable deal-level features: deep learning 

models outperform linear regressions, and tree-based methods such as random forests 

prove particularly effective on tabular data, indicating that relevant signals are already 

embedded in ex-ante covariates and can be extracted through appropriate techniques. 

Complementarily, Bernstein, Korteweg, and Laws (2017) in Predictably Bad 

Investments: Evidence from Venture Capitalists evaluate actual investor decisions 

across a broad cohort of startups and show that a significant fraction of investments 

were predictably suboptimal relative to liquid alternatives, conditional on the 

information available at the time of investment. Filtering out this lower tail of deals 

would have increased portfolio returns, quantifying the opportunity cost of such 
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inefficiencies and linking them to an underutilization of data, particularly an excessive 

reliance on qualitative founder impressions [21]. 

This dual finding, ex-ante predictability and ex-post inefficiency, highlights the central 

importance of the predictive task for startup investing. Better models can reallocate 

capital away from false positives and toward ventures with higher expected value, 

while imposing discipline against bias and noise in human judgment. Historically, 

much of the financial prediction literature has focused exclusively on structured data 

(accounting or deal metrics), treating textual information as narrative context rather 

than as measurable input. Yet, as both cited works implicitly suggest, decisive 

predictive content often resides in text: company descriptions, founder biographies, 

and market narratives contain latent information that, once converted into semantic 

numerical representations, can meaningfully enhance predictive accuracy. This thesis 

builds upon this trajectory by bridging the gap between decision-making practice and 

informational potential, systematically integrating unstructured textual data into 

predictive models for startup financing. 

The growing recognition of prediction as a critical tool in venture capital decision-

making has spurred the adoption of increasingly sophisticated analytical techniques. 

However, the foundations of predictive modeling in this domain remain rooted in 

econometric traditions, which have long sought to estimate the probability of success 

for early-stage ventures based on observable firm and market characteristics. Among 

these, logistic regression has emerged as the canonical framework for modeling binary 

investment outcomes, offering both interpretability and statistical rigor. 
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2.2. Logistic Regression as a Bridge Between 
Econometrics and Hybrid Modeling 

Logistic regression represents one of the most established approaches in empirical 

finance and entrepreneurship research, particularly when modeling binary outcomes 

such as default, acquisition, or the likelihood of securing subsequent funding. Its 

probabilistic formulation provides a direct estimate of event probabilities while 

retaining interpretability through the sign and magnitude of coefficients, a feature that 

has made it a cornerstone of applied econometrics. Early studies such as Ou and 

Penman (1989) employed logistic regression to forecast the direction of future 

earnings, setting a precedent for using parsimonious yet interpretable models to 

capture financial behavior [22]. More recent research, including Chen et al. (2022), has 

extended this framework to high-dimensional financial datasets, reaffirming the 

robustness and adaptability of logistic classifiers in predictive finance [23]. 

In the context of venture capital, logistic regression has been widely applied to assess 

investment success and startup survival probabilities, serving as a transparent and 

statistically coherent tool for evaluating uncertain outcomes. Its linear specification, 

however, imposes constraints when capturing non-linear dependencies and complex 

interactions among predictors, an important limitation in early-stage investment 

analysis, where qualitative dimensions such as team experience, business model 

scalability, and investor networks play decisive roles. These limitations have 

prompted the development of hybrid frameworks that augment the logistic model 

with representation learning techniques capable of extracting latent information from 

unstructured data sources, including textual descriptions and narrative disclosures 

(Gentzkow, Kelly, & Taddy, 2017 [24]; Kim, Muhn, & Nikolaev, 2024 [25]). 
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Within this evolving methodological landscape, logistic regression serves as a bridge 

between traditional econometric reasoning and modern machine learning approaches. 

It preserves the interpretability and probabilistic coherence that characterize classical 

models, while allowing for integration with semantic embeddings derived from 

natural language processing methods. In this thesis, logistic regression constitutes not 

merely a benchmark but the structural foundation of the proposed hybrid framework. 

By combining it with textual representations generated via Sentence-BERT (SBERT) 

and dimensionality reduction techniques such as Principal Component Analysis 

(PCA), the model extends the explanatory power of econometric methods to 

incorporate unstructured, qualitative signals, thereby aligning predictive accuracy 

with theoretical transparency in the analysis of venture capital outcomes. 

2.3. Machine Learning for Predictions 

Over the past decade, the diffusion of machine learning (ML) techniques has 

profoundly reshaped empirical research in finance, challenging the dominance of 

traditional econometric models such as logistic or linear regressions. Unlike these 

parametric approaches, which impose strong functional assumptions and linear 

relationships, ML algorithms are designed to uncover complex, nonlinear, and high-

dimensional patterns directly from data. This methodological shift has proven 

particularly valuable in domains characterized by information abundance and 

uncertainty, conditions that mirror the decision environment of early-stage investing. 

A seminal contribution to this field is Empirical Asset Pricing via Machine Learning by 

Gu, Kelly, and Xiu (2020). Using an extensive cross-sectional panel of U.S. equities, the 

authors compare a range of ML algorithms—including elastic net, random forests, and 
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neural networks, against traditional linear models for predicting asset risk premia. 

Their findings reveal substantial out-of-sample performance gains, demonstrating that 

non-linear models effectively capture interactions and threshold effects that 

regressions systematically overlook. Crucially, these predictive improvements 

translate into higher risk-adjusted returns, emphasizing that better forecasting in 

finance is not only a statistical achievement but also an economically meaningful one 

[26].  

Building on this foundation, Chen, Cho, Dou, and Lev (2022) apply ML to the 

prediction of corporate fundamentals in Predicting Future Earnings Changes Using 

Machine Learning and Detailed Financial Data. Employing tree-based models on more 

than 12,000 accounting variables extracted from XBRL2 filings, they achieve superior 

accuracy compared to analysts’ forecasts and traditional regressions. The study 

highlights two key drivers of improvement: the capacity of ML to model nonlinear 

interactions among variables, and its ability to exploit detailed, granular data that 

conventional econometric frameworks cannot handle [23]. These insights reinforce the 

notion that predictive value in finance often resides in complex interdependencies 

rather than in single indicators, a condition analogous to the multifactorial nature of 

startup evaluation. 

Machine learning methods have also been extended to alternative asset classes such as 

venture capital and private equity. Cumming et al. (2021) demonstrate that ML-based 

models can forecast fund performance and exit outcomes more accurately than 

benchmark econometric models, even in opaque and data-scarce environments [27]. 

More recently, Kim, Muhn, and Nikolaev (2024) advance this paradigm by employing 

 
2 Financial reports field in eXtendible Business Reporting Language (XBRL). 
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large language models (LLMs) to analyze financial statements without textual context. 

Their GPT-4-based model surpasses professional analysts in forecasting earnings 

direction, revealing that predictive structure can emerge even from purely numerical 

inputs once processed through high-capacity architectures [25]. 

Collectively, these studies establish ML as a powerful predictive toolkit in finance, 

capable of extracting latent structure from noisy or high-dimensional data. However, 

their contribution extends beyond algorithmic sophistication. The most successful 

implementations share three principles—clear target specification, rigorous out-of-

sample validation, and awareness of interpretability trade-offs—that ensure predictive 

gains remain economically meaningful. These methodological lessons inform the 

application of ML to venture capital, where the challenge is not merely to improve 

accuracy but to integrate data-driven prediction with the interpretability required in 

investment decision-making. 

2.4. Limitations of Previous Studies 

Despite the demonstrable success of ML in financial prediction, existing research 

remains largely confined to structured and standardized datasets. Studies such 

as Empirical Asset Pricing via Machine Learning (Gu et al., 2020) and Predicting 

Future Earnings Changes (Chen et al., 2022) depend on rich, audited disclosures and 

consistent accounting metrics, conditions rarely satisfied by early-stage enterprises. As 

a result, these frameworks, while methodologically sophisticated, are ill-suited to 

environments characterized by data sparsity, informational asymmetry, and the 

absence of reliable financial histories. Their reliance on structured variables limits 
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generalizability to the venture ecosystem, where much of the relevant information is 

qualitative or narrative in nature. 

Attempts to extend predictive modeling to private markets mark important progress 

but remain constrained by similar challenges. Algorithmic Venture Capital (Caruso et 

al., 2021) and Predictably Bad Investments (Bernstein, Korteweg, & Laws, 2017) 

incorporate deal-level features and observable startup characteristics, yet these 

features often serve as imperfect numerical proxies for inherently qualitative 

constructs such as team quality, product differentiation, or strategic fit. Consequently, 

such models risk omitting the contextual nuances that guide real-world investment 

decisions. The separation between structured and unstructured information remains a 

persistent limitation: textual data are typically treated as anecdotal rather than 

systematically encoded within predictive frameworks. 

Another limitation concerns the tension between predictive performance and 

interpretability. Many high-performing ML models operate as “black boxes,” 

providing limited insight into how input variables drive predictions. In venture 

capital, where decisions must be justified to stakeholders and grounded in transparent 

reasoning, explainability is not optional but essential. This consideration reinforces the 

continued relevance of interpretable models, such as logistic regression, while 

motivating their integration with richer, high-dimensional representations derived 

from unstructured sources. 

Finally, most existing studies neglect issues of generalizability across markets and 

time. Models trained on static datasets often overfit to specific cohorts or economic 

regimes, failing to capture the evolving linguistic and contextual dynamics that 
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characterize the startup landscape. This limitation underscores the need for predictive 

systems that can adapt to new domains and data modalities, particularly language. 

Taken together, these shortcomings reveal a critical research gap. While the predictive 

capacity of machine learning in finance is well established, its application to early-

stage investing remains incomplete without a framework capable of incorporating 

qualitative, text-based information. Addressing this gap requires moving beyond 

purely quantitative modeling toward hybrid approaches that merge structured 

variables with semantic textual features, an integration that can capture both the 

measurable and narrative dimensions of startup success. The next section explores 

why textual data represent a crucial yet underutilized source of predictive information 

in venture capital. 

2.5. Why Textual Data Matters 

The predictive challenge discussed in the previous sections becomes particularly acute 

in the context of Early-Stage Enterprises (ESEs), where traditional financial indicators 

are limited, unaudited, or altogether unavailable. In such environments, much of the 

information that guides investment decisions exists in textual form. Unlike established 

firms, startups do not produce long time series of standardized metrics; instead, they 

communicate value through language: how founders describe their product, articulate 

market opportunities, and position themselves within an emerging technological or 

industrial domain. Textual data thus encapsulate a crucial dimension of firm quality 

that conventional numerical predictors fail to capture. 

Historically, however, textual information has been largely ignored in high-impact 

publications in finance, despite its growing prominence in other data-driven fields. 



32 Literature Review 
 

 

Influential studies in empirical asset pricing, such as Gu, Kelly, and Xiu (2020) [26], or 

in earnings prediction (Chen et al., 2022) [23], have established machine learning as a 

transformative methodology for structured data but have treated language merely as 

narrative context. Even in the expanding literature on private equity and venture 

capital, where qualitative evaluation is intrinsic to the decision process, textual signals 

have remained underutilized. Works such as Predictably Bad Investments (Bernstein 

et al., 2017) [21] and Algorithmic Venture Capital (Caruso et al., 2021) [20] provide 

quantitative evidence of predictable inefficiencies in VC decision-making but rely 

solely on numeric covariates derived from deal-level features or founder profiles, 

abstracting away from the rich semantic content contained in natural language 

sources. 

This omission is particularly striking given that venture capitalists themselves 

systematically rely on qualitative, text-based cues when assessing potential 

investments. Empirical studies of VC behavior (Gompers et al., 2020) highlight that 

analysts and partners assign considerable weight to non-financial factors such as team 

quality, clarity of business vision, and perceived market differentiation, all of which 

are primarily expressed through text [19]. A founder’s ability to frame a coherent 

narrative around the problem-solution fit, the innovation edge, and the scalability of 

the model often influences investor perception as strongly as the underlying metrics. 

In this sense, textual data provide the linguistic manifestation of the very variables that 

venture analysts value most, including leadership quality, market insight, and 

strategic coherence. 

From a methodological standpoint, textual information complements structured 

variables by offering access to latent qualitative signals, factors that are difficult to 

quantify but highly predictive of performance. For example, the tone and specificity 
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of a startup’s description may correlate with managerial experience or technological 

maturity; the breadth of competitor mentions may reveal awareness of market 

positioning; and the lexical similarity between investors’ past portfolios and a new 

pitch may indicate strategic alignment. Capturing such dimensions systematically 

requires transforming text into numerical representations—embeddings—that retain 

semantic relationships while enabling their integration into econometric or ML 

frameworks. 

The neglect of textual data in prior literature thus represents not merely a gap of 

convenience but a structural limitation in how predictive modeling has been 

conceptualized in finance. By reducing complex decision contexts to purely numeric 

features, earlier studies have effectively filtered out the qualitative layer that often 

distinguishes successful startups from unsuccessful ones. Addressing this limitation 

involves acknowledging that language itself is data, a high-dimensional, information-

rich signal that encodes managerial intent, innovation focus, and market vision. 

Incorporating textual information into predictive models is therefore not an ancillary 

enhancement but a necessary step toward capturing the true informational complexity 

of early-stage ventures. 

In summary, textual data constitute the missing informational dimension in most 

predictive models of startup performance. They bridge the gap between what 

investors qualitatively observe and what algorithms quantitatively process. 

Integrating these signals, through modern natural language processing techniques 

such as semantic embeddings, offers a way to translate the narratives that venture 

capitalists intuitively value into measurable, reproducible, and predictive features. 

The following section explores how recent advances in Natural Language Processing 

(NLP) and transformer-based models have enabled this integration, laying the 



34 Literature Review 
 

 

foundation for hybrid frameworks that combine structured and unstructured data in 

venture capital prediction. 

2.6. Textual Information 

The concept of text as data has transformed how economists and social scientists think 

about information. Gentzkow, Kelly, and Taddy (2019) formalize this paradigm by 

showing that textual corpora can be treated as high-dimensional datasets, amenable to 

the same quantitative analysis traditionally applied to structured numerical variables 

[24]. Text encodes the beliefs, intentions, and expectations of economic agents in ways 

that are not captured by standard metrics; as such, it represents a vast, underexploited 

source of information about behavior, decision-making, and market dynamics. 

Modern computational tools make it possible to translate language into measurable 

forms, enabling researchers to extract latent features that correlate with economic 

outcomes. 

In their framework, the analysis of textual data follows three fundamental steps: (1) 

representing raw text as a numerical array, (2) mapping that representation into 

predicted outcomes, and (3) using the resulting variables in descriptive or causal 

inference. This process converts qualitative content—words, sentences, or 

documents—into high-dimensional quantitative objects that can be integrated into 

predictive or structural models. The crucial insight is that textual data, despite its 

unstructured nature, contains systematic and quantifiable patterns: word frequencies, 

sentiment tone, or topic composition often reflect hidden economic signals. For 

example, as the authors illustrate, word co-occurrences in financial news can anticipate 

stock price movements (Antweiler & Frank, 2004 [28]; Tetlock, 2007 [29]), and search 
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patterns in Google queries can forecast macroeconomic indicators such as 

unemployment or retail sales (Scott & Varian, 2014, 2015) [30]. 

The methodological challenge arises from the extreme dimensionality of language. A 

document of only thirty words drawn from a vocabulary of one thousand has a 

representational space with roughly as many dimensions as there are atoms in the 

universe. This makes dimensionality reduction and feature selection essential for 

extracting meaningful structure. Techniques such as penalized regression (lasso), topic 

modeling, and multinomial inverse regression provide ways to compress linguistic 

information while preserving its most informative components. These tools allow text 

to serve as both a predictive and explanatory variable, bridging the gap between 

qualitative discourse and quantitative inference. 

Crucially, Gentzkow et al. emphasize that important information is often hidden in 

text, not because it is inaccessible, but because it is unstructured [24]. Policy 

documents, analyst reports, or corporate filings convey forward-looking sentiment 

and strategic intent long before these are reflected in numerical data. For instance, the 

tone of managerial communication in earnings calls can reveal optimism or risk 

aversion; the emphasis on certain keywords may indicate emerging priorities or 

hidden concerns. Similarly, in the context of startups, linguistic cues embedded in 

company descriptions, such as technological positioning or market framing, can signal 

innovative potential and credibility, even in the absence of formal financial history. 

In this view, text functions as a latent measurement instrument that captures 

dimensions of economic behavior otherwise invisible to standard datasets. By 

converting linguistic patterns into structured variables, researchers can uncover 

relationships that traditional models miss, whether in predicting firm performance, 

understanding investor sentiment, or quantifying market expectations. The 
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recognition of text as data thus marks a shift in empirical methodology: it transforms 

language from anecdotal evidence into a rigorous, analyzable source of predictive 

information. 

This insight is particularly relevant for venture capital, where the most informative 

attributes of early-stage ventures, vision clarity, product distinctiveness, team 

narrative, and innovation focus, are primarily communicated through text. Treating 

these narratives as data allows predictive models to detect signals that investors 

perceive intuitively but cannot quantify directly. The following section explores how 

advances in natural language processing (NLP) and pre-trained language models such 

as FinBERT and SBERT operationalize this approach, making it possible to 

systematically extract, represent, and use semantic information for financial 

prediction. 

2.7. Machine Learning Models with Textual Data 

The integration of textual information into predictive models has been made possible 

by recent advances in Natural Language Processing (NLP), particularly through the 

development of transformer-based architectures that capture semantic meaning in 

high-dimensional vector representations. These models overcome the limitations of 

traditional text-mining approaches, such as bag-of-words or TF–IDF, that rely solely 

on word frequency, disregarding word order and contextual relationships. Instead, 

transformer models learn contextual embeddings, mapping words and sentences into 

numerical spaces where semantic similarity corresponds to geometric proximity. This 

capability enables text to be used as a quantitative input to predictive algorithms, 

effectively bridging the gap between language and econometrics. 
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A central contribution to this field is the introduction of FinBERT: Financial Sentiment 

Analysis with Pre-trained Language Models (Yang, Qin, & colleagues, 2020) [31]. 

FinBERT adapts the general-purpose BERT architecture (Devlin et al., 2018) [32] to the 

financial domain by fine-tuning it on large corpora of financial news, company reports, 

and analyst commentaries. The model learns domain-specific linguistic nuances, such 

as how words like risk, leverage, or growth differ in connotation depending on 

financial context, and achieves state-of-the-art results in sentiment classification. In 

benchmark evaluations, FinBERT outperforms both traditional NLP models and 

generic language models across multiple financial sentiment datasets, reducing 

classification error by more than 30% relative to earlier baselines. The significance of 

FinBERT extends beyond sentiment detection: it demonstrates that pre-trained 

transformer models can encode subtle financial semantics that are predictive of 

economic outcomes, from market volatility to firm-level performance. 

The broader methodological implication is that language embeddings can serve as 

structured predictors within quantitative models. Once textual data are transformed 

into dense numerical vectors, known as embeddings, they can be combined with 

conventional features (e.g., financial ratios, deal-level metrics) in regression or 

classification frameworks. Sentence-level embedding models such as Sentence-

BERT (Reimers & Gurevych, 2019) extend this logic by generating semantically 

meaningful representations at the phrase or document level, preserving context and 

meaning in a compact form [33]. In the context of venture capital, this approach allows 

company descriptions, investor rationales, and competitor information to be 

represented as continuous vectors that reflect conceptual similarity: startups 

describing related technologies or markets will appear closer in embedding space than 

those operating in unrelated domains. 
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Such representations open the door to hybrid predictive models that integrate both 

structured and unstructured data, leveraging the complementary strengths of each. 

Structured variables, such as funding amount, investor type, or sector classification, 

capture measurable historical and operational characteristics. Textual embeddings, by 

contrast, encode qualitative dimensions such as innovation narrative, technological 

positioning, or market differentiation. When combined, these features form a richer 

information set that approximates how human analysts process startup information: 

simultaneously evaluating quantitative performance indicators and qualitative cues 

conveyed through language. 

From a broader perspective, FinBERT and related models exemplify the growing 

convergence between financial econometrics and NLP. They demonstrate that textual 

corpora, once considered secondary or anecdotal, can now be incorporated into 

systematic, replicable, and empirically testable frameworks. In early-stage investing, 

where information asymmetry is particularly acute, the ability to extract signals from 

text represents a transformative methodological advancement. By quantifying the 

semantic content of startup narratives, pre-trained language models make it possible 

to model investor perception, strategic coherence, and innovation potential as 

measurable, predictive variables. 

This thesis builds directly on this methodological lineage. By applying sentence-level 

embeddings derived from Sentence-BERT to startup-related text—company 

descriptions, competitor profiles, and investor information—and integrating them 

with structured numerical features within logistic regression classifiers, the analysis 

operationalizes the idea that language contains predictive information. The following 

chapters describe how these textual representations are constructed, combined with 
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structured indicators, and evaluated through comparative experiments to assess their 

contribution to forecasting follow-on funding rounds in venture capital. 

2.8. Research Gap and Research Questions 
Despite significant advances in predictive modeling within finance and economics, the 

application of data-driven methods to early-stage venture capital (VC) remains 

underdeveloped. The reviewed literature demonstrates that machine learning (ML) 

and econometric models can accurately forecast financial outcomes when structured, 

high-quality data are available (Gu, Kelly, & Xiu, 2020 [26]; Chen et al., 2022 [23]; 

Cumming et al., 2021 [27]). However, these approaches rely heavily on standardized 

accounting or market variables, conditions rarely met in the venture ecosystem, where 

data are sparse, irregular, and often qualitative. In contrast to listed firms, startups 

disclose little or no financial history, and their most informative characteristics, such 

as team expertise, innovation focus, and business model differentiation, are primarily 

conveyed through textual narratives rather than numeric indicators. 

This mismatch between the information investors use in practice and the data used in 

predictive research represents a critical gap in the literature. Existing quantitative 

models for VC prediction have largely ignored the informational value embedded in 

language, treating text as anecdotal or secondary to measurable variables. Yet textual 

information captures the qualitative dimensions that investors routinely consider 

during screening and due diligence, including the clarity of the company’s mission, 

technological positioning, and strategic coherence. By excluding this dimension, 

current models fail to approximate the true information set available to decision-

makers, thereby limiting their predictive performance and external validity. 
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At the same time, methodological advances in natural language processing (NLP), and 

particularly the emergence of transformer-based architectures such as FinBERT (Yang 

et al., 2020) [31] and Sentence-BERT (Reimers & Gurevych, 2019) [33], now make it 

feasible to convert unstructured text into semantically meaningful numerical 

representations. These embeddings allow language-based features to be integrated 

into conventional econometric and machine learning frameworks, bridging the gap 

between qualitative and quantitative information. Despite their success in financial 

sentiment analysis and corporate disclosure studies, such methods remain largely 

unexplored in the context of venture capital prediction, especially with respect to 

follow-on funding outcomes. 

Addressing this gap requires a hybrid empirical framework that combines structured 

variables (e.g., deal size, investor type, industry classification) with unstructured 

textual embeddings derived from startup-related information (e.g., company 

descriptions, competitor narratives, investor profiles). The aim is to assess whether the 

inclusion of textual features can enhance model performance, improve interpretability, 

and bring predictive modeling closer to the informational logic used by human 

investors. 

Building on this motivation, the present research is guided by four 

interrelated Research Questions (RQs): 

• RQ1. To what extent does the integration of unstructured textual data enhance 

the predictive accuracy of empirical models in forecasting follow-on venture 

capital (VC) investments? 

• RQ2. How do semantic embeddings derived from startup-related textual 

information, such as company descriptions, competitor profiles, and investor 
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narratives, contribute to predicting the likelihood of subsequent funding 

rounds? 

• RQ3. Can a hybrid framework that combines structured numerical variables 

with unstructured textual representations provide a more reliable and 

generalizable tool for automated VC screening and due diligence? 

• RQ4. In what ways can venture capitalists practically benefit from embedding-

based predictive models when identifying promising startups at the pre-seed 

or seed stage? 

Together, these questions delineate a research agenda aimed at bridging the gap 

between quantitative modeling and qualitative evaluation in venture capital. They 

seek to determine not only whether textual information can improve predictive 

accuracy, but also how it can be operationalized within a replicable, data-driven 

methodology capable of supporting both academic inquiry and practical decision-

making in early-stage investing. 

2.9. Contributions of this Research 

2.9.1. Contributions to Academics 

From an academic standpoint, this thesis contributes to the emerging body of research 

at the intersection of machine learning, natural language processing, and venture 

capital analytics. While prior studies have applied predictive methods to financial 

markets and corporate performance (Gu, Kelly, & Xiu, 2020 [26]; Chen et al., 2022 [23]; 

Cumming et al., 2021 [27]), their focus has been limited to structured and standardized 

datasets. This work extends the frontier of predictive modeling by demonstrating 

that unstructured textual information, once properly encoded through semantic 
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embeddings, can provide incremental predictive power in early-stage investment 

contexts characterized by informational opacity. 

First, the thesis introduces a hybrid empirical framework that integrates structured 

numerical variables with text-derived features obtained from Sentence-BERT 

(SBERT) embeddings. This approach empirically tests the hypothesis that linguistic 

representations of startup-related information contain measurable predictive signals 

relevant to follow-on funding outcomes. By quantifying the marginal contribution of 

text to predictive accuracy, the study offers evidence that challenges the conventional 

dichotomy between qualitative and quantitative data in econometric modeling. 

Second, the research contributes to the literature on data representation and 

dimensionality reduction by applying Principal Component Analysis (PCA) both 

globally and at the variable level to textual embeddings. This methodological choice 

allows for a systematic assessment of how different configurations of textual features 

affect model performance and interpretability. The results complement prior work in 

financial text analysis (Gentzkow, Kelly, & Taddy, 2019 [24]; Yang et al., 2020 [31]) by 

illustrating how semantic embeddings can be operationalized within a traditional 

econometric pipeline rather than a purely deep learning framework. 

Finally, the thesis adds to the academic discussion on model generalizability in 

finance. By evaluating hybrid models across multiple specifications and comparing 

them against structured-only baselines, it demonstrates that the inclusion of text can 

improve both statistical performance (e.g., AUC, precision, recall) and economic 

interpretability. This finding supports a broader theoretical proposition: that text, 

when treated as structured data, can reduce information asymmetry and enrich 
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empirical models of decision-making under uncertainty, an area where traditional 

finance and computational linguistics intersect but rarely converge. 

2.9.2. Contributions to Practitioners 

From a practical perspective, the thesis provides actionable insights for venture 

capitalists, accelerators, and institutional investors seeking to improve the efficiency 

and transparency of early-stage screening and due diligence. Traditional VC 

evaluation processes rely heavily on human judgment, which, while valuable, is prone 

to bias, inconsistency, and limited scalability. By incorporating machine learning 

techniques that leverage both structured and unstructured data, this research 

demonstrates a pathway toward data-driven investment support systems that 

complement, rather than replace, human expertise. 

The proposed hybrid framework enables investors to systematically assess startups 

using information that is already available but often underutilized—specifically, 

textual data describing products, markets, and founding teams. Embedding-based 

representations transform these narratives into measurable features that can be 

processed alongside traditional deal metrics, allowing analysts to rank, cluster, or 

benchmark ventures with greater objectivity. This capability can substantially reduce 

the time and cost associated with manual document review, while ensuring that key 

qualitative insights are retained within the analytical workflow. 

Moreover, the findings suggest that embedding-based models can enhance early-

stage discovery by identifying latent patterns in textual information that correlate with 

future success. For instance, semantic similarities between a startup’s description and 

those of previously successful ventures can signal strategic alignment or innovation 

potential. Such tools can help investors mitigate information asymmetry, uncover non-
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obvious opportunities, and standardize portfolio screening in pre-seed and seed 

contexts where data scarcity is most severe. 

Finally, by providing an open and replicable methodology, the thesis offers a blueprint 

for integrating AI-assisted evaluation into the operational practices of VC funds. This 

includes not only predictive modeling but also the development of internal knowledge 

bases, automated report generation, and dynamic benchmarking systems. In this way, 

the research contributes to bridging the gap between academic innovation and 

industry application, illustrating how text-based analytics can augment professional 

decision-making in environments of high uncertainty and limited data availability. 
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3 Proposed Method – The Model 

This chapter presents the methodological framework and modeling strategy adopted 

in this thesis. It begins by describing the dataset, outlining its structure, scope, and the 

definition of the prediction target, followed by a detailed explanation of the 

preprocessing pipeline applied to both structured and unstructured data.  

The subsequent sections illustrate how textual information was transformed into 

numerical representations using SBERT embeddings and dimensionality reduction 

through Principal Component Analysis (PCA). Building on this foundation, the 

chapter introduces the set of predictive models implemented, from the baseline logistic 

regression on structured variables to hybrid configurations that integrate textual 

features, highlighting their design rationale and comparative purpose. Finally, it 

discusses the evaluation protocol, addressing class imbalance, threshold optimization, 

component tuning, and performance metrics used to assess model validity and 

robustness. 

Notation Convention 

Throughout this chapter, the following notation is adopted for clarity and consistency. 

Let ! = 1,… , & index startups in the sample. Scalars are denoted in italics (e.g., '!), 

vectors in bold lowercase (e.g., (! ∈ ℝ"), and matrices in bold uppercase (e.g., + ∈

ℝ#×"). Random variables are represented by uppercase letters, while their realizations 

are in lowercase (e.g., ,! ∈ {0,1} with observed value '!). Model parameters, such as 

coefficients, are denoted by Greek letters (e.g., 0). The logistic cumulative distribution 

function (CDF) is defined as 
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1(3) =
1

1 + 6%&. 

This convention is maintained across all model specifications, including those 

incorporating structured and textual features. 

3.1. Data and Problem Definition 

3.1.1. Data sources and unit of analysis 

The empirical analysis draws on proprietary data from PitchBook. The extract 

encompasses venture-backed companies, deals, and investors within the North 

American startup ecosystem. PitchBook did not preselect firms based on performance, 

sector, or other ex-ante criteria; rather, it systematically aggregates all available 

information on private and venture-backed companies from public filings, press 

releases, investor disclosures, and proprietary research. As such, the dataset 

represents a comprehensive record of disclosed startup activity rather than a curated 

or filtered sample, mitigating concerns about preselection bias in the construction of 

the source data. 

The dataset covers a historical period from January 1st, 1911 to September 2nd, 2024, 

including 176,678 U.S.-based startups. The database contains both core entity tables, 

Company, Deal, Investor, Fund, LimitedPartner, and ServiceProvider and a wide 

range of relational tables that capture linkages among entities. These include firm-level 

attributes (industries, NAICS and SIC classifications3, verticals, locations, Morningstar 

 
3 The North American Industry Classification System (NAICS) and the Standard Industrial 
Classification (SIC) are taxonomies used to categorize business establishments based on their primary 
economic activity. 
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codes), financial relations (TTM reports4), and network-level connections 

(competitors, similar companies, investors, tranches, lenders, and news). This 

relational structure enables the integration of quantitative, categorical, and textual 

information, forming the foundation for constructing firm-level observations and 

feature sets used in the modeling stage. 

To define the analytical sample, two filters were applied to the full population. First, 

only deals occurring between 2010 and 20225 were retained to ensure temporal 

comparability and sufficient time to observe follow-on outcomes within the prediction 

horizon. Second, firms whose first financing was classified as “VC & Individuals 

companies” were selected to anchor the analysis at the onset of institutional or quasi-

institutional venture investment. This filter was introduced because a substantial 

portion of companies in the broader PitchBook universe reported an initial financing 

event categorized as Buyout/LBO, Private Equity Growth/Expansion, M&A, or IPO, 

transactions typically associated with mature or later-stage firms. Since the objective 

of this study is to model the funding trajectories of early-stage enterprises (ESEs), the 

focus was deliberately restricted to startups receiving their first institutional financing 

through venture capital or individual investors, reflecting the earliest stages of their 

life cycle and the most relevant context for follow-on prediction.  

After applying these criteria, the resulting analytical sample comprises 76,194 startups, 

linked to their corresponding financing rounds and associated entities.  

 
4 Trailing Twelve Months. Refers to a financial metrics that represents a company’s performance over 
the most recent 12 consecutive months. 
5 Although the raw extract includes deals through 2022, to ensure a complete 36-month follow-on 
window the first qualifying financing date (!!) is restricted to on or before September 2, 2021 (the 
dataset ends on September 2, 2024). Startups with !! after this date are excluded from the modeling 
sample to avoid right-censoring. 
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In line with the chosen company-level design, the outcome is defined at the firm level 

and each company is indexed at its first qualifying financing date 8'.  

Data integrity checks were conducted throughout to ensure consistency and reliability 

of merges and time alignment with respect to 8' and the 36-month window. 

Ideally, the construction of the feature set would rely on a complete snapshot of all 

variables as observed at time t₀, corresponding to the moment of the first financing. 

Such a configuration would replicate the informational set available to an investor 

deciding whether to provide capital and would allow the model to learn exclusively 

from signals observable at that point in time. In addition, under an optimal data 

environment, one would include variables explicitly designed to capture the temporal 

evolution of startups, for instance through yearly or quarterly financial updates. This 

dynamic representation is conceptually desirable, as both operational and financial 

conditions of early-stage firms evolve rapidly and may contain important information 

for subsequent investment decisions. 

However, the available data do not permit this ideal construction. As widely 

documented in the literature on early-stage ventures, one of the defining challenges is 

the limited availability of structured and reliable information in the first years of a 

startup’s life. This limitation is also reflected in PitchBook’s coverage. With the 

exception of financial variables, all features used in this study, including industry 

classifications, textual fields, investor information, competitors, and geographical 

attributes, were filtered to ensure that only information dated at or before t₀ was 

retained. This ensures that the model does not exploit ex-post signals unavailable to 

an investor at the time of the initial funding decision. 
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Financial variables represent an important exception. PitchBook records the most 

recent fiscal reports available for each firm, but the timing and frequency of these 

reports vary substantially across companies. For the majority of startups, the first 

available financial statement is reported only after receiving fundings, reflecting the 

fact that data vendors progressively increase their coverage as firms grow and 

complete additional financing rounds. Consequently, the financial variables in the 

analytical dataset often refer to periods following the first financing event. 

This introduces a limitation that is acknowledged and discussed in detail in the 

dedicated section on constraints and caveats. Despite this temporal misalignment, 

financial indicators were retained because excluding them entirely would remove a 

category of information that is central to venture investors’ decision-making processes. 

While incomplete and irregular, these variables can still carry meaningful signals, and 

their inclusion allows for a more comprehensive assessment of whether textual 

information provides incremental predictive value over traditional financial 

indicators. In a fully ideal setting, future extensions of this work would implement 

periodically updated financial variables both before and after t₀ to explicitly capture 

the evolution of startup fundamentals. 

The incorporation of textual variables partially compensates for the limited availability 

of structured numerical data in early stages. The decision to enrich the model with 

SBERT-based embeddings directly addresses this informational gap by introducing 

qualitative signals that are observable before or at the time of first financing and 

assessing whether these signals can meaningfully enhance predictive performance. 

Importantly, all hybrid model specifications that incorporate textual embeddings rely 

exclusively on information dated at or before t₀, thereby ensuring strict temporal 
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consistency. As a result, improvements in predictive accuracy can be unambiguously 

attributed to pre−t₀ textual signals, without the confounding influence of post−event 

information. 

3.1.2. Prediction Target: Definition of the Dependent Variable 

The dependent variable HasNextRound operationalizes an economically meaningful 

notion of early-stage success. In the venture capital setting, early-stage enterprises 

typically lack sustainable cash flows and rely on successive external rounds to survive, 

scale, and validate their business models; securing additional financing after the first 

investment therefore serves as a salient signal of investor confidence, market 

validation, and operational continuity. 

The choice to focus on the occurrence of a subsequent funding round within 36 months 

from the first investment is grounded in empirical evidence on the pacing of startup 

financing cycles. According to Carta (2024), the median time between a startup’s seed 

round and its Series A round reached 774 days (approximately 2.1 years) in Q4 2024, 

with the average time estimated at 2.2 years [34]. Similarly, data from Crunchbase 

(2024) indicate that the transition from Series A to Series B typically occurs after a 

median of 28 months (2.3 years) and an average of 31 months (2.6 years) [35]. The 36-

month threshold adopted in this study thus provides a conservative yet realistic 

window that captures the majority of successful follow-on events while distinguishing 

them from delayed or stalled fundraising trajectories. 

In addition, the definition of HasNextRound accounts not only for the timing of the 

subsequent round but also for the nature of the investors involved. Specifically, while 

the first qualifying financing (8') must be led by a venture capital or individual 
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investor, the most recent recorded round should reflect either continued VC 

participation or a transition toward more institutional forms of capital, such as private 

equity or hedge funds. This condition ensures that the follow-on round represents a 

meaningful progression in the startup’s financing trajectory, indicating either ongoing 

confidence from venture capital backers or successful access to a broader class of 

institutional investors. Startups that remain within the venture capital ecosystem but 

continue to raise funds, thus demonstrating sustained growth potential, are explicitly 

retained within the positive class. 

Formally, the prediction task is formulated as a binary classification problem, where 

'! ∈ {0,1}	

indicates whether startup ! obtains a follow-on financing event within the specified 

time frame. 

The model estimates the conditional probability 

:(,! = 1 ∣ (! , <!), 

where (! ∈ ℝ" denotes the vector of structured numerical features and <! ∈

ℝ( represents the unstructured textual embeddings derived from company 

descriptions, investor information, and competitor narratives. 

The dependent variable takes the value 1 if the firm records more than one funding 

round and the second occurs within 36 months of the first qualifying investment; 

otherwise, it is set to 0. 
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Empirically, this operationalization was applied to a cohort of 76,194 startups whose 

first financing (8') occurred between 2010 and 2022 and was classified by PitchBook as 

“Venture Capital” or “Individuals.”  

Within this population, around 18,650 startups secured a subsequent round within 36 

months, corresponding to a success rate of 24.5%.  

It is important to note that the 36-month window is computed exclusively between the 

first and the second financing events. The indicator does not capture the timing 

between later rounds; rather, it focuses specifically on the early-stage financing 

dynamics that determine short-term survival and continued growth. 

Furthermore, the definition includes startups that entered or exited the market during 

the observation period. As long as a firm satisfies both the timing criterion (a second 

qualifying round within 36 months) and the investor-type criterion, it is classified 

within the positive class regardless of whether it was founded later than 2010 or it was 

later discontinued or ceased operations. This ensures that the measure captures early-

stage performance consistently across heterogeneous startup trajectories. 

As such, HasNextRound represents a clear, time-bounded, and interpretable indicator 

of success that effectively links the theoretical concept of early-stage performance to 

observable patterns in venture financing behavior. 

3.1.3. Feature Taxonomy: Structured Variables and Unstructured Textual 

Variables 

The feature space employed in this study combines structured, quantitative variables 

traditionally used in venture capital analysis with unstructured textual features 

extracted from company-level descriptions, deal-level information and investor-
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related information. This hybrid representation is designed to capture both the 

financial and qualitative dimensions that influence a startup’s likelihood of obtaining 

follow-on funding. 

The structured variables originate from multiple PitchBook datasets and reflect 

company fundamentals, financial performance, and governance characteristics. The 

selected features and their construction are summarized as follows: 

• Employees, measures the size of the workforce and serves as a proxy for 

organizational scale and stage of development. 

• YearFounded, indicates firm age at the time of investment, a variable 

commonly linked to maturity and survival probability. 

• ActiveBoardSeats, represents the number of boards on which members of 

the financing fund hold active seats. This serves as a governance indicator, 

capturing investor engagement and monitoring intensity. Only members of 

financing fund active up to the First Financing Date were retained to ensure 

temporal consistency and to avoid forward-looking information leakage 

relative to the dependent variable 

• EmergingSpaces, acts as a qualitative flag for startups operating in newly 

established or high-growth markets. The presence of an emerging market 

tag is interpreted as a positive signal of innovation potential. 

• PostMoneyValuation / PreMoneyValuation, captures the change in 

valuation associated with the financing event, providing a measure of 

perceived firm growth and investor confidence. 

• EnterpriseValue, proxies the overall market value of the firm at the time of 

the financing round. 
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• Cash Burn Rate, computed as the absolute value of EBITDA divided by 

twelve, capturing the average monthly operational cash outflow. This 

metric approximates the firm’s rate of capital consumption when operating 

cash flows are negative, thereby reflecting its sustainability horizon under 

current financing conditions.6 

• Runaway, calculated as LastFinancingSize/CashBurnRate, estimates the 

number of months a startup can operate before depleting its available funds. 

Last Financing Size serves as a proxy for the startup’s current liquidity 

immediately following its most recent funding round. This measure 

assumes that the capital raised in the latest round approximates the firm’s 

available cash balance, while the Cash Burn Rate reflects the average 

monthly operating outflows. 

• NetDebt / EBITDA, measures the firm’s capacity to generate earnings 

relative to its debt level, providing an indication of financial leverage and 

solvency. 

• EnterpriseValue / EBITDA is a multiple commonly used in valuation 

analysis. While it gains interpretive power when compared across firms, it 

serves as a proxy for perceived market value. 

Together, these structured variables describe the firm’s financial health, maturity, and 

governance environment at the time of the first financing event, providing a 

comprehensive quantitative foundation for the predictive model. 

 
6 This measure serves as an approximation of the monthly operating cash outflow. Since detailed cash 
flow statements are not consistently available within the dataset, EBITDA provides a reasonable proxy 
for cash-based performance, excluding non-cash charges such as depreciation and amortization. 
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To complement this numerical perspective, the model incorporates textual 

features derived from unstructured fields that convey qualitative and contextual 

information about the startup and its ecosystem. These include: 

• Company Description, a narrative summary of the startup’s business model, 

vision, and market focus. 

• Competitor Description, which lists and describes the main competitors of the 

startup. This field provides indirect information about market saturation, 

positioning, and differentiation strategy 

• Investor Information, including the names and statuses of prior investors, 

which reflect reputation, credibility and how active the investor is in terms of 

investing. Only Investors active up to the First Financing Date were retained to 

ensure temporal consistency and to avoid forward-looking information leakage 

relative to the dependent variable. 

• Keywords, a set of terms summarizing the startup’s core technological focus, 

products, or market niches. These keywords serve as concise semantic 

indicators of industry relevance and innovation domain. 

• Verticals, categorical descriptors identifying the primary industry sectors or 

application domains in which the startup operates. This variable captures 

sectoral focus and enables comparisons across distinct innovation clusters. 

• HQ Country, the country where the startup’s headquarters are located. This 

variable provides contextual information on geographic markets, regulatory 

environments, and macroeconomic conditions that may influence investment 

decisions. 

• HQ Global Subregion, a regional classification that groups startups by global 

sub-areas (e.g., Northern America, Western Europe, or South-East Asia), 
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allowing for the assessment of spatial investment patterns and cross-regional 

trends. 

• LP Description, a qualitative text field describing Limited Partners (LPs) and 

their investment focus, sectoral preferences, or strategic mandates. Only LPs 

active up to the First Financing Date were retained to ensure temporal 

consistency and to avoid forward-looking information leakage relative to the 

dependent variable. 

• LP Policy Description, a textual summary outlining the investment policies or 

thematic priorities of Limited Partners. Similar to LP Description, this field was 

filtered to include only information available at or before the First Financing 

Date, ensuring that no post-event data influenced model training. 

These unstructured inputs are later transformed into dense numerical representations 

through Sentence-BERT (SBERT) embeddings, enabling the model to incorporate 

semantic information about firms, investors, and markets that cannot be captured 

through traditional numeric indicators. The integration of structured and textual 

variables thus allows the predictive framework to reflect both quantitative 

fundamentals and qualitative investor perceptions, providing a more holistic view of 

startup performance and funding potential. 

3.2. Pre-processing Pipeline 

The preprocessing pipeline was designed to transform the raw PitchBook extract into 

a structured, coherent, and model-ready dataset. It included sequential operations 

aimed at ensuring data quality, managing missing information, scaling and 

normalizing numerical features, and preparing textual inputs for semantic embedding 
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generation. The goal of this stage was to create a reliable analytical foundation that 

integrates structured and unstructured features within a consistent predictive 

framework. 

3.2.1. Data Cleaning and Integrity Checks 

The initial stage of the preprocessing pipeline was devoted to ensuring the internal 

consistency and reliability of the dataset prior to any transformation or modeling. 

Since the data integrated both structured numerical variables and unstructured textual 

fields, the cleaning phase focused on guaranteeing the coherence of identifiers, the 

removal of redundancies, and the accuracy of the financial and categorical information 

used as model inputs. 

For numerical variables, descriptive statistics and percentile-based inspections were 

used to identify implausible or extreme values. Quantities expressed in monetary units 

or ratios (such as enterprise value, cash burn rate, or valuation ratios) were checked 

for non-negativity and realistic scaling, while categorical attributes were validated to 

ensure that their values fell within expected domains. Implausible or inconsistent 

values were not discarded but coerced to missing, allowing them to be subsequently 

treated through imputation rather than exclusion. Dates were parsed and verified for 

chronological coherence relative to 8', ensuring that each record corresponded to a 

consistent temporal trajectory. 

Particular attention was devoted to the integrity of the textual fields that were later 

used for embedding generation. Prior to model encoding, these text fields were 

verified for completeness, ensuring that null or placeholder entries (e.g., “n/a”, 

“unknown”) were removed. The cleaning process also standardized string formats by 
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removing extra spaces and unifying capitalization, in line with the requirements of the 

SBERT embedding model applied later in the pipeline. This step ensured semantic 

consistency across textual inputs and improved the quality of the resulting 

embeddings. 

Finally, a pairwise correlation matrix was computed across the baseline numerical 

predictors to assess internal coherence and identify potential multicollinearity prior to 

model fitting. Correlation diagnostics were used exclusively for documentation and to 

guide the consolidation of features in later stages through dimensionality reduction or 

regularization. 

Through these integrity checks, the analytical dataset was ensured to be internally 

consistent, temporally coherent, and structurally faithful to the relational nature of the 

PitchBook data, providing a robust foundation for the subsequent stages of 

imputation, normalization, and embedding integration. 
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Figure 3 - Correlation Matrix with Baseline Features 

 

3.2.2. Handling Missing Data – Imputation 

The analytical dataset exhibited varying degrees of missingness across structured and 

categorical features, reflecting the heterogeneity of reporting within venture financing 

data. The imputation process was designed to ensure data consistency while 

maintaining transparency and avoiding distortive reconstructions. All imputation 

parameters were estimated exclusively on the training set and subsequently applied 

to the validation and test partitions to prevent information leakage. 

For continuous structured variables, missing values were replaced using median 

imputation rather than mean imputation. This choice, consistent with the pipeline 
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implemented in the modeling notebooks, provides robustness to skewness and 

outliers that typically characterize financial quantities such as valuation ratios, burn 

rates, or board seat count.  For selected predictors where the absence of a value may 

carry informational content, explicit missingness indicators (e.g., LogValuationRatio_ 

t0_missing, LogBoardSeats_t0_missing) were created to preserve potential signal from 

non-reporting rather than masking it through imputation. This choice was also 

motivated by the substantial proportion of missing entries observed for these 

variables, which suggested that missingness was not random but potentially linked to 

firm characteristics or disclosure behavior, making it analytically preferable to retain 

it as an explicit feature rather than to replace it with an imputed estimate. 

These two indicators were found to be perfectly collinear, as missing values occurred 

for the same set of startups, and were therefore collapsed into a single feature 

(Missing_BoardOrValuation) to avoid redundancy and multicollinearity. 

Conceptually, this aggregated dummy captures informational opacity at the time of 

the initial financing round, reflecting firms that lacked standardized disclosure on 

valuation or governance variables. 

For categorical attributes, no mode-based imputation or case-wise deletion was 

applied except in cases of essential key loss. Binary flags already present in the 

analytical file were retained as-is, while categorical features with non-critical 

missingness were left unaltered to prevent distortions in class frequencies. Records 

were excluded only when they lacked both a valid company identifier or a defined 

dependent variable, ensuring that all remaining observations corresponded to 

consistent and analyzable startup profiles. 
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Regarding textual inputs, SBERT embeddings were generated upstream after a 

cleaning phase that removed placeholders and standardized formats. When the 

corresponding textual field was empty, the embedding model returned a deterministic 

vector representation of an empty string, which was directly incorporated into the 

dataset without further imputation. This approach ensured alignment across textual 

and structured modalities and avoided introducing artificial variability. 

No advanced imputation techniques (such as KNN or regression-based estimators) 

were employed, in line with the transparency and reproducibility objectives of this 

thesis. More sophisticated approaches, while potentially improving predictive 

accuracy, would have introduced additional modeling assumptions and stochastic 

variability in the data reconstruction process, reducing interpretability and 

complicating the replication of results. The adoption of simple and deterministic 

procedures such as mean and mode imputation ensured that the numerical variables 

retained their original distributional properties and that the structured component of 

the dataset remained methodologically comparable to the unaltered textual 

embeddings. This pragmatic strategy minimized potential bias while maintaining 

consistency across data modalities. 

After completing the imputation phase, all structured features were subjected to 

normalization and scaling procedures, as described in the following section. 

3.2.3. Feature Scaling and Log Transformations 

Following data cleaning and imputation, all structured variables were standardized to 

ensure comparability across heterogeneous measurement units and to stabilize 



62 Proposed Method – The Model 
 

 

numerical optimization in the logistic regression framework. Each continuous feature 

was transformed using a z-score normalization defined as 

>? =
> − A
1 , 

where A and 1 denote the mean and standard deviation of the feature, computed 

exclusively on the training set.  

The same parameters were then applied to the validation and test sets to prevent 

information leakage. This transformation preserves the underlying economic 

relationships among variables while ensuring that coefficients remain numerically 

stable and comparable within the logistic regression framework. 

To address strong right-skewness and the presence of zero values in several financial 

quantities, a logarithmic transformation of the form log	(1 + >) was applied prior to 

standardization. In line with the modeling notebooks, the log transform was 

implemented only for four variables exhibiting particularly heavy-tailed distributions: 

Active Board Seats, Valuation Ratio, Cash Burn Rate, Runaway. 

This targeted transformation reduced asymmetry, mitigated the influence of extreme 

observations, and enhanced interpretability by allowing semi-elastic reading of the 

estimated coefficients, where marginal changes in the predictors correspond 

approximately to percentage variations in the dependent variable. Other monetary 

variables such as total funding or enterprise value, although potentially skewed, 

were not log-transformed in the notebooks, as their scaling and variance proved 

manageable after z-score standardization. 
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Categorical variables were maintained as binary indicators, reflecting attributes such 

as firm status, deal completion, or geographic location. No one-hot encoding was 

performed beyond these low-cardinality flags, in order to preserve parsimony and 

prevent unnecessary dimensionality expansion. 

Text-derived features (SBERT embeddings) were treated separately: they were 

standardized within each embedding block and then reduced via Principal 

Component Analysis (PCA), retaining ten principal components per block to produce 

compact, orthogonal representations integrated into the unified feature matrix. 

The combination of log transformation, z-score standardization, and block-wise PCA 

produced a set of structured and text-based variables with homogeneous variance and 

comparable scaling, ensuring a stable and coherent integration of both data modalities 

within the predictive framework. 

3.3. Textual Data Processing 

3.3.1. Text Processing and SBERT Embeddings 

Building on the premise that textual data contain systematic information about startup 

characteristics, this section describes how unstructured text fields were transformed 

into structured numerical representations suitable for econometric modeling. As 

detailed in Section 3.2.1, all textual variables had previously undergone basic 

standardization to remove placeholder entries and ensure consistency of formatting. 

The focus here is therefore on the embedding stage, in which cleaned narratives are 

converted into fixed-length semantic vectors through the Sentence-BERT 

(SBERT) model, with “all-mpnet-base-v2” version.  
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Textual data were transformed into dense vector representations using Sentence-BERT 

(SBERT), a transformer-based neural architecture specifically developed to generate 

sentence-level embeddings that capture contextual and semantic relationships. Unlike 

conventional word-frequency approaches (e.g., bag-of-words or TF–IDF), which 

disregard word order and context, SBERT encodes each sentence using a bidirectional 

transformer architecture with self-attention layers. Through these layers, the model 

learns how words relate to one another within a sentence, enabling it to represent the 

meaning of entire phrases or paragraphs rather than isolated tokens. The output of 

SBERT is a fixed-length vector, typically of 384 or 768 dimensions, depending on the 

model variant (768 in this study), that positions semantically similar texts close to one 

another in a continuous vector space. 

Formally, let E! denote a sentence or text snippet extracted from startup !. 

SBERT applies an encoding function F(⋅) that maps E! into an embedding vector 

<! = F(E!) ∈ ℝ) , 

where H represents the embedding dimension.  

This mapping preserves semantic proximity, such that if two startups have similar 

textual descriptions, their embeddings will lie close together in the latent space. 

This property allows the model to capture qualitative similarity across firms in a 

mathematically tractable form. 

In the empirical implementation, each textual field was encoded separately to preserve 

domain-specific meaning. For each field, the SBERT model generated one embedding 
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vector per startup by aggregating sentence-level representations through mean 

pooling, producing a single dense vector summarizing the semantics of the entire field. 

To mitigate potential redundancy and reduce computational complexity, the 

embedding matrices were subsequently subjected to dimensionality reduction 

through Principal Component Analysis (PCA), applied either globally across all 

textual variables or separately within each field (see Section 3.3.2). This step 

compressed the semantic information while preserving the majority of variance, 

allowing the resulting components to enter the econometric models as interpretable, 

low-dimensional regressors. 

Through this process, unstructured language was effectively transformed into 

structured, model-ready variables that retain the latent informational content of 

startup narratives. In econometric terms, the embeddings act as high-dimensional 

proxies for qualitative constructs, such as innovation potential, investor credibility, 

and market differentiation, that are otherwise difficult to measure quantitatively but 

are crucial in explaining follow-on funding dynamics. 

3.3.2. Dimensionality Reduction via PCA 

The embeddings generated by SBERT for each textual variable consist of high-

dimensional vectors, with 768 features per observation. When multiplied by the 

number of textual sources, each providing a separate embedding matrix of the same 

dimensionality, the resulting feature space would grow exponentially, producing a 

dataset of non-manageable size. Merging multiple 768-dimensional matrices from 

several textual sources would result in an extremely high-dimensional feature space, 

encompassing millions of variables and causing severe computational inefficiency and 
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numerical instability during model estimation. To address this issue, a dimensionality-

reduction step was introduced prior to estimation 

Dimensionality reduction was carried out using Principal Component Analysis (PCA), 

implemented via the sklearn.decomposition.PCA module in Python. PCA is a linear 

transformation that projects correlated variables onto an orthogonal basis ordered by 

decreasing variance. It identifies the directions, known as principal components, that 

capture the maximum variation in the data, allowing high-dimensional vectors to be 

represented in a lower-dimensional subspace with minimal information loss. 

Formally, let I ∈ ℝ#×) denote the centered SBERT embedding matrix for a given 

textual field, where each row corresponds to a startup and H = 768 represents the 

embedding dimension. The sample covariance matrix is defined as: 

M =
1

& − 1I
*I. 

Through eigendecomposition, 

M = NON*, 

where the columns of N are the eigenvectors associated with descending 

eigenvalues P+ ≥ P, ≥ ⋯ ≥ P). 

The projection of the original data onto the first S principal components is obtained as: 

T = I N[:,+:0] ∈ ℝ#×0 , 

where S ≪ H defines the reduced dimensionality. 

Two PCA configurations were considered: 
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• Global PCA. All textual embeddings across fields were first concatenated into 

a single matrix Iglobal, to which the above transformation was applied once, 

yielding the reduced representation Tglobal. 

• Per-field PCA. The PCA procedure was applied separately to each textual 

field F, producing T(3) for each source. The resulting component matrices were 

then horizontally concatenated as [T(+) ∣ T(,) ∣ ⋯  ] to form the complete text-

derived feature set. 

PCA serves two primary purposes in this framework. First, it ensures parsimony, 

reducing the number of regressors while retaining the majority of information 

contained in the original embeddings. Second, it eliminates multicollinearity among 

textual features, as the principal components are orthogonal by construction. These 

properties enhance numerical stability and interpretability within the logistic 

regression framework adopted in this study. 

After transformation, the resulting principal components were merged with the 

structured dataset using consistent company identifiers, producing a compact hybrid 

feature matrix that integrates both quantitative and text-derived information. The 

number of retained components (S) and the choice between global and per-field 

decompositions were determined empirically, as discussed in Section 3.5.2. 

3.4. Modeling Strategy 

3.4.1. Baseline Model – Logistic Regression on Structured Features 

The baseline specification of this study relies on a logistic regression model estimated 

exclusively on structured, numerical, and categorical predictors. This choice reflects 



68 Proposed Method – The Model 
 

 

both the binary nature of the dependent variable, indicating whether a startup secures 

a follow-on funding round within the specified time horizon, and the econometric 

objective of preserving interpretability and comparability with existing studies on 

venture performance. 

Formally, let '! ∈ {0,1} denote the outcome variable for startup !, equal to 1 if the firm 

obtains at least one additional financing round within 36 months of its first venture 

investment, and 0 otherwise. Let (! = (>!+, >!,, … , >!")* denote the vector 

of X structured explanatory variables describing firm size, age, governance, and 

financial indicators at the time of the first investment. 

The logistic regression model specifies the conditional probability of success as 

:(,! = 1 ∣ (!) = 1(Y + (!*Z) =
1

1 + 6%(567"#8)
, 

where: 

• 1(⋅) denotes the logistic cumulative distribution function (CDF); 

• Y is the intercept term; and 

• Z = (0+, … , 0")* is the vector of slope coefficients associated with the structured 

predictors in (!. 

Estimation is performed by maximum likelihood, maximizing the joint probability of 

observing the realized outcomes: 

(Y[, Z\) = arg	max	
(5,9)

a['!ln	 1(Y + (!*Z) + (1 − '!)ln	(1 − 1(Y + (!*Z))]
#

!:+
. 
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This specification yields coefficient estimates 0c; that quantify the marginal effect of 

each structured predictor on the log-odds of follow-on funding.  

The corresponding logit transformation can be written as 

ln	(
:(,! = 1 ∣ (!)

1 − :(,! = 1 ∣ (!)
) = Y + (!*Z, 

which linearizes the relationship between predictors and the latent success propensity, 

facilitating standard interpretation of parameter signs and magnitudes. 

The logistic model is particularly suited for this context for several reasons. 

First, it provides a probabilistic framework consistent with the binary nature of the 

dependent variable, ensuring that predicted probabilities remain bounded between 0 

and 1. Second, it allows for nonlinear marginal effects of explanatory variables on 

success probability, which is crucial when modeling phenomena, such as startup 

funding, characterized by threshold dynamics and asymmetric responses. 

Finally, the model serves as a benchmark for evaluating the incremental value of 

textual information introduced in subsequent configurations. 

The baseline regression was estimated on the cleaned and standardized dataset 

containing only quantitative and categorical variables described in Section 3.1.3. 

Model performance was later assessed through standard classification metrics such as 

accuracy, precision, recall, and AUC, providing a reference point for comparison with 

hybrid specifications that integrate text-based features. 
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3.4.2. Ablation Model – Integration of Unstructured Textual Features 

with Global PCA 

The second specification extends the baseline logistic regression by integrating the 

unstructured textual information extracted from company, investor, and competitor 

narratives. This model evaluates whether the inclusion of language-derived features 

improves the prediction of follow-on funding events beyond what can be explained 

by structured financial and operational indicators alone. 

The textual variables, preprocessed and embedded using SBERT as described in 

Section 3.3, were first reduced in dimensionality through a global Principal 

Component Analysis (PCA).  

This step was necessary because the original embeddings—each represented by a 768-

dimensional vector—would have produced an excessively high-dimensional feature 

space once merged across multiple textual fields and firms. The PCA transformation 

projects the original semantic vectors + onto a latent subspace spanned 

by S orthogonal components: 

T = +d0 ,d0 ∈ ℝ)×0 , 

where H denotes the original embedding dimension (H = 768) and S ≪ H represents 

the number of retained principal directions summarizing the dominant semantic 

variance. 

This operation condenses the linguistic information into a smaller set of uncorrelated 

features, enhancing numerical stability and reducing noise while preserving the most 

informative structure in the data. The specific choice of S was later tuned empirically, 

as discussed in Section 3.5.2. 
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The reduced textual components were then merged with the structured predictors 

used in the baseline specification, producing a unified matrix of regressors that 

combines both quantitative and qualitative information. The conditional probability 

of success for startup ! is modeled as: 

:(,! = 1 ∣ (! , e!) = 1(Y + (!*Z + e!*f) =
1

1 + 6%(567"#96<"#=)
, 

where: 

• (! is the vector of structured explanatory variables defined in Section 3.4.1, 

• e! is the vector of PCA-reduced textual components derived from the global 

decomposition of the SBERT embeddings, and 

• f is the vector of parameters capturing the marginal contribution of textual 

information to the log-odds of success. 

The parameters (Y, Z, f) are estimated by maximum likelihood, maximizing the joint 

probability of observing the realized outcomes: 

(Y[, Z\, fg) = arg	 max	
(5,9,=)

a['!ln	 1(Y + (!*Z + e!*f) + (1 − '!)ln	(1 − 1(Y + (!*Z + e!*f))].
#

!:+
 

This specification preserves the interpretability of the logistic regression framework 

while extending it to include latent textual factors that capture qualitative dimensions 

encoded in startup narratives. The model thus serves as an ablation test, isolating the 

incremental explanatory power of unstructured textual information while maintaining 

the structural integrity of the baseline specification. 
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The next section (3.4.3) extends this approach by adapting the dimensionality 

reduction procedure to preserve domain-specific variance within each textual field, 

enabling a more granular integration of semantic information into the hybrid models. 

3.4.3. Hybrid Model – Logistic Regression with Structured Features and 

Global PCA-Reduced Textual Embeddings  

The hybrid model represents the core specification of this thesis, combining structured 

numerical variables with PCA-reduced textual embeddings within a unified 

econometric framework. Unlike the ablation model, where the focus was on isolating 

the incremental predictive contribution of text, this specification integrates both 

sources of information simultaneously, leveraging their complementarity. 

Formally, the model retains all structured predictors in their original form to preserve 

interpretability and economic meaning. Dimensionality reduction is applied only to 

the unstructured textual features, whose 768-dimensional SBERT embeddings are 

compressed through a global Principal Component Analysis (PCA) into a limited 

number of orthogonal components.  

This selective reduction achieves two objectives: 

1. it ensures that the textual component remains computationally tractable, and 

2. it maintains the direct interpretability of the structured coefficients, allowing 

conventional inference on firm-level financial indicators. 

The resulting model can be written as: 

:(,! = 1 ∣ (! , e!) = 1(Y + (!*Z + e!*f) =
1

1 + 6%(567"#96<"#=)
, 
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where: 

• '! is the binary indicator of follow-on funding within 36 months; 

• (! is the vector of structured quantitative and categorical features (not 

transformed by PCA); 

• e! is the vector of global PCA components extracted from the textual 

embeddings; 

• Z and f are the parameter vectors corresponding to structured and textual 

variables, respectively; and 

• 1(⋅) = 1/(1 + 6%&) denotes the logistic cumulative distribution function (CDF). 

As in the previous specifications, parameters are estimated by maximizing the joint 

log-likelihood: 

(Y[, Z\, fg) = arg	 max	
(5,9,=)

a['!ln	 1(Y + (!*Z + e!*f) + (1 − '!)ln	(1 − 1(Y + (!*Z + e!*f))]
#

!:+
. 

This specification offers a balanced trade-off between predictive performance and 

interpretability. 

By keeping the structured covariates in their native scale, the estimated 

coefficients 0c; retain their usual interpretation in terms of marginal effects on the log-

odds of success, while the PCA components e! act as latent textual factors 

summarizing semantic patterns not captured by traditional financial indicators. 

This design prevents the embeddings from dominating the regression due to their 

large dimensionality and variance, ensuring that qualitative information contributes 

additively and in a stable manner. 
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In practice, the inclusion of PCA-reduced textual components enhances the model’s 

capacity to capture soft information about startups, without compromising the 

interpretability of the economic coefficients. The resulting mixed model therefore 

represents a hybrid econometric structure, combining the transparency of traditional 

regression with the representational power of modern NLP. 

The subsequent section (3.4.4) extends this framework by applying PCA separately to 

each textual variable, allowing for domain-specific dimensionality reduction and a 

finer decomposition of the semantic contribution across different text sources. 

3.4.4. Hybrid Model – Logistic Regression with Structured Features and 

Per-Variable PCA-Reduced Textual Embeddings 

The final specification refines the previous hybrid framework by introducing a 

separate dimensionality reduction process for each textual field. While the global PCA 

model compressed all SBERT embeddings into a single latent space, this configuration 

applies independent PCA decompositions to each category of unstructured text, 

before concatenating the resulting components with the structured dataset. 

Formally, let h(>) ∈ ℝ#×) denote the matrix of SBERT embeddings for textual 

field i ∈ {1,… ,j}, where H = 768 is the embedding dimension and j is the number 

of text sources. For each field, a separate PCA transformation is estimated: 

T(>) = h(>)d0$
(>), d0$

(>) ∈ ℝ)×0$ , 

where S> is the number of retained components for textual field i. 
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The resulting T(>) matrices are then horizontally concatenated with the matrix of 

structured predictors +, producing a final design matrix 

+k = [ + ∣ T(+) ∣ T(,) ∣ ⋯ ∣ T(?) ], 

which combines both structured financial indicators and domain-specific semantic 

components. 

The mixed per-variable model thus takes the logistic form: 

:(,! = 1 ∣ (? !) = 1(Y + (?!*l) =
1

1 + 6%(567@"#A)
, 

where 

l = (Z, f(+), … , f(?)) 

collects the parameters associated with both the structured and text-derived 

components. 

This formulation preserves the interpretability of the numerical coefficients while 

allowing the semantic contribution of each textual source to enter the regression 

through its own reduced representation. In contrast to the global PCA approach, 

where the latent components mix information from multiple textual domains, the per-

variable PCA configuration maintains semantic separation between sources, enabling 

the model to distinguish, for instance, between narrative signals from company 

descriptions and those originating from investor or competitor information. 

To explore the sensitivity of the model to the degree of dimensionality reduction, 

several benchmark values of S> were tested across all text variables, specifically S> ∈
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{3, 5, 10}. 

Smaller S> values impose stronger compression, favoring parsimony and noise 

reduction at the expense of potential information loss, whereas larger S> values retain 

richer semantic variance but increase the risk of overfitting and computational 

complexity. 

The trade-off between these configurations is analyzed empirically in Section 3.5.2, 

where performance metrics such as AUC, accuracy, and F1-score are compared across 

different PCA granularities. 

This per-variable approach offers a flexible yet interpretable hybrid structure: 

structured financial indicators continue to measure observable firm characteristics, 

while each block of PCA-reduced embeddings acts as a latent textual 

factor summarizing qualitative aspects specific to its source. The resulting model thus 

provides a fine-grained representation of both the quantitative and qualitative drivers 

of follow-on funding outcomes. 

3.5. Evaluation Protocol 

The evaluation protocol outlines the procedures adopted to assess the predictive 

performance, robustness, and reproducibility of the models presented in Section 3.4. 

All configurations were trained and evaluated under a unified framework designed to 

ensure methodological consistency and comparability. The objective was to maintain 

strict separation between model training and testing phases, select hyperparameters 

through cross-validation within the training data, and obtain an unbiased estimate of 

out-of-sample performance on an untouched test set. 
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3.5.1. Dataset 

After data preprocessing and imputation were completed, the final modeling dataset 

consisted of 251,940 deal-level observations corresponding to 76,194 unique startups. 

As detailed in Section 3.4, the dependent variable HasNextRound is defined at the firm 

level, capturing whether a startup secures a subsequent institutional financing round 

within 36 months of its first qualifying investment. Although the predictive task is 

conceptually firm-level, the unit of observation in the modeling dataset is a deal-level 

firm–relation tuple at t₀, which reflects the relational nature of PitchBook’s data model. 

PitchBook’s underlying structure consists of several one-to-many tables, including 

investors, LPs, competitors, tranches, and geographical metadata, each contributing 

additional relational elements to the description of a startup’s first financing event. 

When these sources are consolidated, startups may therefore appear in more than one 

row simply because more relational information is recorded for them at t₀. The number 

of duplicated rows depends solely on the number of such relational links, and not on 

firm performance or success status. Importantly, the distribution of multiplicity is well 

behaved: most startups appear with only a small number of deal-level rows, and the 

upper tail of duplicated records remains limited. The vast majority of firms have 

between one and four observations, and no startup exhibits an excessively large 

number of relational tuples. This confirms that the degree of duplication is reasonable 

and reflects the natural heterogeneity in PitchBook’s relational coverage rather than 

any structural imbalance or data anomaly. 

While all deal-level rows belonging to a given CompanyID share an identical firm-

level outcome label, since HasNextRound is defined once per startup, they may differ 

in relational detail, such as investor composition, LP affiliations, competitor links, or 
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textual descriptors. These duplicated entries are therefore not redundant: collapsing 

the data to a single row per firm would discard relational features that are known to 

influence early-stage investment decisions. Maintaining the deal-level representation 

thus preserves the full informational set observable to investors at the time of the first 

financing event. 

The presence of duplicates implies intra-firm dependence and non-uniform 

observation counts across startups. This heterogeneity arises exclusively from 

differences in data granularity and does not compromise the predictive objective of 

the model. Moreover, HasNextRound remains constant within each firm, and the 

model produces fully coherent predicted labels across all deal-level duplicates of the 

same startup, confirming that relational multiplicity does not introduce instability in 

classification outputs. Potential implications for estimation weighting and intra-firm 

dependence are examined in detail in the Limitations section. 

To prevent indirect data leakage, the train–test split was performed at the startup 

level rather than at the row level.  

All deal-level observations for a given CompanyID were assigned exclusively to either 

the training or the test set, ensuring that no startup appears in both partitions. This is 

methodologically essential: if identical firm-level information appeared in both sets, 

measured performance would be artificially inflated and the independence between 

estimation and evaluation samples would be violated. At the same time, the split 

was stratified with respect to the firm-level variable HasNextRound, ensuring that the 

proportion of successful and non-successful startups remained consistent across both 

sets and preserving representativeness within the clustered structure. 
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Approximately 80 percent of startups were allocated to the training set and 20 

percent to the test set, with class proportions matched to those in the full population.  

The test set remained completely isolated throughout the entire modeling process. All 

feature transformations and dimensionality-reduction procedures were fitted 

exclusively on the training set and subsequently applied to the test set without re-

estimation, thereby preventing data leakage and ensuring that evaluation relies on 

information that would have been available ex-ante.  

Within the training data, the optimal number of principal components used for 

dimensionality reduction was selected through internal K-fold cross-validation. In 

each fold, all continuous variables were standardized by removing their mean and 

scaling to unit variance, ensuring that each predictor contributed comparably to the 

estimation process and that differences in measurement scale did not bias the 

coefficients. The principal component analysis was then estimated on the scaled 

training portion and applied to the corresponding validation fold, followed by model 

estimation and evaluation on the latter. The average ROC-AUC across folds was used 

to select the most appropriate number of principal components. Once the optimal 

configuration was identified, the entire pipeline, scaling, PCA, and logistic regression, 

was refitted on the full training set and subsequently evaluated once on the external 

test set. 

All random operations, including data splitting, PCA initialization, and model 

estimation, were controlled through fixed random seeds to guarantee full 

reproducibility of the results. Stratification and consistent randomization also ensured 
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perfect alignment between structured and textual features across all stages of the 

pipeline. 

This experimental design mirrors an ex-ante information environment, where 

predictions are based solely on data that would have been observable to investors at 

the time of the first financing event. The combination of internal cross-validation and 

external testing thus provides a rigorous and transparent basis for assessing model 

generalization and reliability. 

3.5.2. Class Imbalance Handling and Threshold Tuning 

The dependent variable HasNextRound is inherently unbalanced: only a minority of 

startups obtain a follow-on funding round within the observation window. This 

asymmetry causes the logistic model, if left unconstrained, to favor the majority class 

and overestimate the probability of failure. To mitigate this imbalance, two 

complementary strategies were adopted. 

First, during model estimation, class weighting was applied so that misclassification 

errors on minority-class observations received proportionally higher penalization in 

the likelihood optimization. This adjustment ensures that the estimated coefficients are 

not dominated by the majority outcome and that predicted probabilities remain well 

calibrated across classes. 

Second, the decision threshold used to convert predicted probabilities into binary 

outcomes was not fixed at the conventional 0.5 value. Given the unequal base rates, a 

threshold of 50 percent would systematically underestimate positive cases. Instead, 

the optimal cutoff was determined empirically by maximizing Youden’s J statistic, 
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which jointly balances the model’s ability to identify successful startups (true 

positives) and to avoid false detections (true negatives). Formally, 

o(p) = TPR(p) + TNR(p) − 1, 

where 

TPR(p) =
TP

TP+ FN 										and									TNR(p) =
TN

TN+ FP, 

respectively denote the true positive rate (sensitivity) and the true negative rate 

(specificity) at threshold p. The optimal threshold p⋆ was selected as 

p⋆ = arg	max	
C

o(p) 

on the validation folds, and all test metrics were subsequently reported at p⋆. 

For the baseline numeric model, the threshold analysis was performed on the 

validation set by tracing the sensitivity–specificity trade-off curve. As illustrated in 

Figure 4, the optimal threshold was identified at p⋆ = 0.37, corresponding to a 

sensitivity of 0.65 and a specificity of 0.71. This configuration maximized the sum of 

the two metrics (TPR+ TNR = 1.36), thus achieving the best overall classification 

balance between the two outcome classes. 



82 Proposed Method – The Model 
 

 

 

Figure 4 – Baseline Model Optimal Threshold 

In the subsequent PCA-based models, the same principle was extended to each 

configuration of the dimensionality-reduced textual embeddings. For every tested 

number of principal components S, the optimal threshold was recalibrated separately 

on the validation data. This ensured that both structured-only and hybrid models were 

evaluated at their respective best operating points rather than under an arbitrary 

probability cutoff. 

3.5.3. PCA Component Tuning 

The number of principal components retained after dimensionality reduction 

represents a crucial hyperparameter in the hybrid models that integrate textual 

embeddings. Its selection determines the balance between information retention and 

model parsimony. A small number of components implies a strong compression of the 

semantic space, leading to more stable but potentially biased models; conversely, a 
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larger number of components preserves more variance at the cost of increased 

complexity and potential overfitting. 

To systematically determine an appropriate level of dimensionality, a tuning 

procedure was implemented through internal cross-validation on the training set. For 

each candidate number of components S, the following procedure was followed: 

1. The SBERT-derived embeddings were standardized and projected onto the 

first S principal directions identified through Principal Component Analysis 

(PCA). 

2. The logistic regression classifier was trained and validated on these 

representations, with PCA and scaling fitted exclusively on the training folds to 

prevent information leakage. 

3. The average validation performance across folds was used to identify the most 

efficient value of S, balancing representational richness with model stability. 

Different PCA configurations were tested according to the model architecture: 

• In the global PCA models, the number of retained components S was varied up 

to 90, from a range of (S ∈ {30,50,75,90}) exploring progressively larger 

subspaces of the original 768-dimensional embeddings. 

• In the hybrid model with global PCA, a range of (S ∈ {30,50,75,90}) was 

employed, ensuring comparability with the embeddings-only specification. 

• In the per-variable PCA model, independent decompositions were applied to 

each textual field (e.g., Company Description, Competitor Description, Investor 

Information), with smaller dimensionalities (S> ∈ {3,5,10}) to preserve domain-
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specific interpretability while limiting feature growth after concatenation with 

structured data. 

This approach ensured a consistent and transparent tuning of the latent textual 

representations across all model variants. The resulting configurations reflect distinct 

trade-offs between dimensionality and interpretability, with the global models 

emphasizing variance retention and the per-variable models favoring semantic 

granularity. 

The selection of S operationalizes the bias–variance trade-off inherent to 

dimensionality reduction: lower-dimensional projections favor model simplicity and 

robustness, whereas higher-dimensional representations capture more complex 

linguistic variance at the risk of instability. The optimal number of components for 

each model was thus identified empirically through cross-validation and subsequently 

used in the final evaluation stage. 

3.5.4. Evaluation Metrics 

The performance of the models was assessed through a set of standard classification 

metrics commonly employed in binary outcome analysis. Given that the dependent 

variable takes the value 1 when a startup successfully obtains a follow-on round within 

36 months, the evaluation focuses on the model’s ability to correctly discriminate 

between successful and non-successful ventures. 

The principal measure of model discrimination is the Area Under the Receiver 

Operating Characteristic Curve (AUC). The AUC summarizes the trade-off between 

sensitivity and specificity across all possible classification thresholds, providing a 

threshold-independent measure of overall performance. In probabilistic terms, it 
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represents the likelihood that a randomly chosen successful startup receives a higher 

predicted probability than a randomly chosen unsuccessful one: 

AUC = Pr	(X̂pos > X̂neg), 

where X̂pos and X̂neg denote the predicted probabilities for positive and negative cases, 

respectively. This metric was selected as the main evaluation criterion because it 

remains robust under class imbalance and captures the model’s ranking capability 

rather than its absolute calibration. 

Complementing the AUC, several threshold-dependent metrics were computed once 

the optimal cutoff was determined through Youden’s J statistic, which maximizes the 

sum of sensitivity and specificity. These include: 

• Sensitivity (Recall of class 1) measures the proportion of truly successful 

startups correctly classified as such, defined as 

Sensitivity =
TP

TP+ FN, 

where TP and FN denote true positives and false negatives, respectively. High 

sensitivity indicates that the model effectively identifies startups that go on to 

secure follow-on funding. 

• Specificity (Recall of class 0) measures the proportion of non-successful startups 

correctly identified as such, computed as 

Specificity =
TN

TN+ FP, 
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where TN and FP represent true negatives and false positives. High specificity 

ensures that the model avoids overestimating success probabilities for ventures 

that ultimately fail to raise additional capital. 

• Accuracy represents the overall proportion of correctly classified observations, 

defined as 

Accuracy =
TP+ TN

TP+ TN+ FP+ FN. 

Although intuitive, this measure can be misleading under class imbalance, as a 

model may achieve high accuracy simply by favoring the majority class. 

• Precision (Positive Predictive Value) indicates the fraction of predicted 

successes that correspond to true successes: 

Precision =
TP

TP+ FP. 

This metric is particularly relevant for investors or screening algorithms that 

aim to minimize false positives—that is, startups incorrectly classified as likely 

to obtain follow-on funding. 

• F1-score provides a harmonic mean between precision and recall, balancing the 

trade-off between sensitivity and precision in a single composite indicator: 

u1 = 2 ⋅
Precision ⋅ Recall
Precision+ Recall. 

Finally, the optimal classification threshold was derived empirically for each model 

configuration. Instead of fixing the cutoff at 0.5, the decision boundary was adjusted 
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based on the observed class imbalance and the empirical distribution of predicted 

probabilities. This procedure ensures that the models maintain balanced performance 

between the two classes, avoiding overemphasis on either false positives or false 

negatives. 

Together, these metrics provide a comprehensive assessment of model performance, 

combining threshold-independent discrimination (AUC) with threshold-specific 

classification quality (sensitivity, specificity, precision, and F1). This multidimensional 

evaluation framework allows for a robust comparison across model variants, 

capturing both predictive accuracy and practical utility in venture screening 

applications. 

The following chapter presents and discusses the results obtained for each of these 

evaluation metrics, comparing the performance of the baseline and hybrid models 

under different PCA configurations and textual data integrations. 
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4 Results 

4.1. Overview and Evaluation Strategy 
Following the evaluation criteria described in Section 3.5.4, this chapter applies the 

methodological framework previously outlined to assess the empirical performance of 

the models introduced in Chapter 3. The primary objective is to determine whether the 

integration of unstructured textual data, encoded through semantic embeddings, 

enhances predictive accuracy compared to traditional econometric baselines based 

solely on structured variables. 

The evaluation is conducted under a consistent experimental setup to ensure 

comparability across all models. Each classifier is trained and tested on the same 

dataset partition, using a stratified split that preserves the proportion between startups 

that secured follow-on funding and those that did not. Given this class imbalance, the 

decision threshold of 0.5 was not retained; instead, each model’s cutoff probability was 

empirically optimized on the validation set to maximize the sum 

of sensitivity and specificity. This approach mitigates the systematic bias toward the 

majority class and achieves a balanced trade-off between false positives and false 

negatives. 

Model performance is reported through standard classification metrics, including 

overall accuracy, precision, recall, F1-score, and the area under the ROC curve (AUC). 

Confidence intervals and bootstrap-based standard errors are also computed to 

quantify the statistical robustness of each result. This multidimensional evaluation 
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framework enables a comprehensive comparison, addressing not only discriminative 

performance but also probabilistic consistency and model stability. 

The remainder of this chapter is structured as follows. Section 4.2 presents the baseline 

model estimated on structured variables only, which serves as the reference point for 

subsequent comparisons. Section 4.3 reports the results of the hybrid configurations 

that incorporate textual embeddings through different PCA-based dimensionality 

reduction strategies. Section 4.4 provides a comparative summary of all models, 

including an analysis of statistical significance and robustness. Finally, Section 4.5 

summarizes the main empirical findings and introduces the following chapter, which 

discusses their implications for venture capital prediction and investment decision-

making. 

4.2. Baseline Model: Logistic Regression on Structured 
Features 

The baseline model represents the reference point for assessing the incremental 

predictive value of unstructured textual data. It relies exclusively on structured 

features, encompassing financial, operational, and categorical variables that 

characterize each startup. By excluding textual components, this model mirrors the 

traditional econometric approach. 

The model was estimated through logistic regression, as detailed in Section 3.4.1.  

Given the class imbalance, the decision threshold of 0.5 was not retained. The optimal 

cutoff was determined according to the procedure described in Section 3.5.2, by 

maximizing the sum of sensitivity and specificity on the validation set. The optimal 
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threshold was identified at 0.369, corresponding to a Youden’s J statistic of 0.360, 

with sensitivity = 0.651 and specificity = 0.709. This adjustment balances the two types 

of classification errors and mitigates the bias toward the majority class. 

The model’s performance metrics on the test set are summarized below: 

METRIC VALUE 
OPTIMAL THRESHOLD 0.369 
ACCURACY 0.690 
SENSITIVITY (RECALL) 0.651 
SPECIFICITY 0.709 
YOUDEN’S J STATISTIC 0.360 
ROC AUC 0.743 
BASELINE ACCURACY 0.672 

 
Table 1 - Baseline Model Performance Metrics 

The results indicate that the baseline logistic regression achieves moderate 

discriminative performance, with an AUC of 0.743. The recall of 0.651 demonstrates a 

fair ability to identify startups that will successfully secure additional funding, while 

the overall accuracy (0.690) remains slightly above the naive baseline (0.672). This 

outcome reflects the inherent difficulty of the predictive task and the limited capacity 

of purely structured variables to capture the complex determinants of startup success. 

The sensitivity–specificity curve confirms that predictive performance improves 

markedly when the threshold is optimized rather than fixed at 0.5, reaching an optimal 

cutoff of 0.369. Nevertheless, the model’s overall predictive capacity remains 

constrained by the informational limits of numerical and categorical data. Financial 

indicators provide meaningful structure but do not convey qualitative aspects that 

often drive investment outcomes in practice. 
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In summary, the baseline model establishes a transparent and statistically sound 

benchmark for subsequent comparisons. While its results confirm the partial 

predictability of startup outcomes from structured data alone, they also motivate the 

inclusion of unstructured textual features, explored in the next section, to capture 

latent qualitative signals embedded in narrative information. 

4.2.1. Econometric Diagnostic of the Baseline Model  

	

 
Figure 5 - Baseline Model Output on the Training Set	

Although the focus of this work is predictive rather than inferential, it is useful to 

report a set of standard econometric diagnostics associated with the baseline logistic 

regression model, in order to provide transparency on model fit and statistical validity. 

First, the pseudo R-squared equals 0.1258, indicating that the structured predictors 

jointly explain a non-negligible portion of the variation in follow-on funding 

outcomes. Although pseudo-R² values in logistic regression are typically lower than 

in linear models, the magnitude observed here is fully consistent with the empirical 
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characteristics of early-stage venture outcomes. In this setting, observable structured 

variables explain only a limited fraction of the underlying uncertainty, as much of the 

variation in startup trajectories is driven by qualitative factors. The resulting pseudo-

R² therefore aligns with expectations for predictive models in the venture capital 

domain, where incomplete information and high idiosyncratic risk naturally constrain 

explanatory power. 

Second, the comparison between the log-likelihood of the estimated model and 

the null log-likelihood (LL = −111,450 vs LL-Null = −127,490) confirms that the 

inclusion of structured predictors substantially improves in-sample fit relative to a 

model containing only an intercept. The associated Likelihood Ratio (LR) test rejects 

the null hypothesis that all coefficients are jointly equal to zero, indicating that the 

model provides statistically meaningful information beyond the baseline probability. 

Finally, most structured predictors display high statistical significance, reflecting the 

presence of systematic patterns linking financial and operational indicators to the 

probability of securing additional financing. These significance levels should not be 

interpreted in a causal or inferential sense, as the purpose of the model is purely 

predictive. Rather, they serve as validation that the fitted coefficients are not 

statistically degenerate and contribute non-random signal to the classification task. 

Together, these diagnostics confirm that the baseline logistic regression is statistically 

well-posed, internally consistent, and suitable as a benchmark for evaluating the 

incremental contribution of unstructured textual information in the subsequent 

models. 
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4.3. Hybrid Models with Textual Embeddings 

4.3.1. Ablation Model – Integration of Unstructured Textual Features 

with Global PCA 

The ablation model introduces unstructured textual information into the predictive 

framework to assess the incremental value of language-based features over structured 

variables. The logistic regression with structured variables is integrated with textual 

embeddings are generated using the Sentence-BERT (SBERT) model, which encodes 

company descriptions, investor references, and competitor information into high-

dimensional vector representations capturing contextual meaning.  

Given the dimensionality of the embeddings, a Principal Component Analysis 

(PCA) is applied globally to both structured and textual variables to reduce the feature 

space to a set of k principal components. 

A sensitivity analysis was conducted by varying k across several values (30, 50, 75, and 

90). As expected, the model’s performance improved as more components were 

included, up to an optimal point beyond which additional dimensions produced 

marginal gains. Performance peaked at k = 90, where the model achieved an AUC of 

0.795, an optimal threshold of 0.322, and an overall accuracy of 0.699, with balanced 

sensitivity (0.794) and specificity (0.653), as reported in Table 2. 

K AUC THRESHOLD ACCURACY SENSITIVITY SPECIFICITY PRECISION F1 CUMULATIVE 
VARIANCE 

FIT TIME 
(SEC) 

90 0.795 0.322 0.699 0.794 0.653 0.527 0.634 1.000 277.6 
75 0.794 0.328 0.702 0.785 0.661 0.530 0.633 1.000 205.2 
50 0.791 0.341 0.707 0.768 0.677 0.537 0.632 0.989 99.0 
30 0.784 0.342 0.702 0.761 0.674 0.532 0.626 0.968 65.6 

 
Table 2 - Ablation Model Performance Metrics 
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Comparable but slightly lower values were obtained for k = 75 (AUC = 0.794, Accuracy 

= 0.702) and k = 50 (AUC = 0.791, Accuracy = 0.707) 

The last column of Table 2 reports the cumulative variance explained by the 

first k principal components, which quantifies the proportion of total variance in the 

original embedding space retained after dimensionality reduction. Formally, 

if P+, P,, … , P) denote the eigenvalues of the covariance matrix of +, the cumulative 

variance explained is given by: 

Varcum(S) =
∑ P!0
!:+

∑ P!)
!:+

 

This measure reflects how much of the total information contained in + is preserved 

in the reduced latent space T. As k increases, Varcum(S) approaches 1, indicating near-

complete information retention. In this case, the explained variance rises from 0.968 

with k = 30 to 1.00 with k = 75 and k = 90, confirming that most semantic variability is 

captured within the first 70–90 components. This relationship illustrates the 

fundamental trade-off between compression and representational richness: 

smaller k values filter noise but risk discarding relevant linguistic information, 

whereas larger k values preserve more semantic content but increase model 

complexity. 

The optimal configuration (k = 90) yielded the highest discriminative performance 

while maintaining robust generalization. The optimal decision threshold was 

identified at 0.322, following the same validation-based optimization procedure 

described in Section 3.5.2. The corresponding confusion matrix summarized below. 

 



Results 95 
 

 

TRUE / PREDICTED PREDICTED 1 PREDICTED 0 TOTAL 
TRUE 1 13,127 3,400 16,527 
TRUE 0 11,744 22,117 33,861 
TOTAL 24,871 25,517 50,388 

 
Table 3 - Ablation Model Confusion Matrix 

The inclusion of semantic embeddings markedly improves predictive power relative 

to the baseline model, increasing AUC from 0.743 to 0.795 and sensitivity rises 

from 0.651 to 0.794, indicating that textual information contributes substantially to 

identifying startups with a higher likelihood of obtaining follow-on funding. This 

demonstrates that textual data convey latent dimensions of startup quality not 

captured by numerical variables alone, such as strategic positioning, differentiation, 

and the linguistic framing of company missions.  
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4.3.2. Econometric Diagnostic of the Ablation Model  

 
Figure 6 - Ablation Model Output on the Training Set 

The ablation specification including the textual embeddings attains a pseudo R-

squared of 0.7108 and a log-likelihood of approximately −3.31×10⁵. Taken in isolation, 

pseudo R-squared values in logistic regression do not admit a straightforward “share 

of variance explained” interpretation, but they are informative for relative model fit. 

Compared with the baseline structured-only model (pseudo R-squared = 0.1258), this 
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much higher value indicates a substantial improvement in in-sample fit once textual 

information is incorporated. Consistently, the log-likelihood ratio (LLR) test strongly 

rejects the null hypothesis that all coefficients are jointly equal to zero (LLR p-value ≈ 

0.000), confirming that the set of covariates as a whole carries significant explanatory 

power for the binary outcome. 

The regression output also reports nan entries for the constant term. This pattern is not 

problematic for the subsequent analysis. It reflects the way the design matrix is 

constructed in the modeling pipeline: after standardization, one-hot encoding, and the 

inclusion of multiple blocks of principal components, some columns become perfectly 

collinear or are dropped by the underlying solver. In such cases the corresponding 

coefficient is not uniquely identified, and statsmodels reports nan rather than an 

estimated value and standard error. Since the intercept only serves to shift the overall 

log-odds, its non-estimation does not affect predicted probabilities, classification 

performance, or the evaluation metrics reported in Section 4.3.1. 

As for the remaining coefficients, most structured variables and the first and last 

principal components for each textual block (company descriptions, competitors, 

keywords, verticals, headquarters, investor name and status, and LP-related 

embeddings) appear statistically significant at conventional levels. However, the 

primary goal of this study is predictive rather than inferential. Given the high 

dimensionality of the feature space, the presence of correlated predictors, and the use 

of transformed textual embeddings, individual coefficient magnitudes are difficult to 

interpret in economically meaningful terms. For this reason, the discussion 

deliberately refrains from attributing causal or structural interpretations to single 

parameters and instead focuses on overall model performance and robustness. 
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For completeness and transparency, the full regression output for the ablation model, 

including all embedding components, is reported in Appendix A, which provides the 

detailed list of estimated coefficients, standard errors, z-statistics, and confidence 

intervals. 

4.3.3. Hybrid Model – Logistic Regression with Structured Features and 

Global PCA-Reduced Textual Embeddings  

The hybrid model extends the baseline framework by integrating structured numerical 

variables with PCA-reduced textual embeddings within a unified logistic regression 

framework. As described in Section 3.4.3, dimensionality reduction is applied 

exclusively to the unstructured textual features, while structured variables are 

retained in their original scale to preserve interpretability and economic meaning. This 

selective compression of the textual space achieves computational efficiency and 

prevents collinearity among embedding dimensions, allowing the two feature groups 

to contribute additively to prediction.  

Table 4 reports the performance metrics obtained by varying the number of retained 

components S (30, 50, 75, and 90). The overall predictive performance remains stable 

across different values of S, with the model achieving its best configuration at S = 90. 

At this setting, the model attains an AUC of 0.795, an accuracy of 0.702, and a balanced 

trade-off between sensitivity (0.785) and specificity (0.662). Comparable values are 

observed for S = 75 (AUC = 0.794) and S = 50 (AUC = 0.792), indicating robustness to 

dimensionality reduction and confirming that most of the predictive signal is 

concentrated within the first 50–75 components. 

K AUC THRESHOLD ACCURACY SENSITIVITY SPECIFICITY PRECISION F1 CUMULATIVE 
VARIANCE 

FIT TIME 
(SEC) 

90 0.795 0.328 0.702 0.785 0.662 0.531 0.633 1.000 206.4 
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75 0.794 0.329 0.702 0.783 0.663 0.531 0.633 0.999 155.9 
50 0.792 0.323 0.700 0.792 0.655 0.528 0.634 0.964 80.9 
30 0.791 0.316 0.694 0.802 0.642 0.522 0.632 0.856 51.8 

 
Table 4 – Global PCA Hybrid Model Performance Metrics 

The cumulative variance explained by the model increases from 0.856 at S =

30 to 1.000 at S = 90, showing that the top 70–90 principal components capture nearly 

all semantic information embedded in the original textual space. Smaller S values offer 

greater parsimony and reduced computational cost (fit time decreases from 206.4 to 

51.8 seconds) but at the expense of minor losses in accuracy and discriminative power. 

Relative to the ablation model, the hybrid configuration preserves the same level of 

AUC (0.795) while maintaining slightly higher stability and efficiency. The results 

confirm that structured features and textual embeddings provide complementary 

predictive signals: structured variables contribute quantitative structure, while 

language-based representations add contextual and qualitative nuance. The 

combination of the two sources yields a model that is both interpretable and resilient, 

achieving consistent sensitivity–specificity balance and sustained predictive accuracy. 

4.3.4. Hybrid Model – Logistic Regression with Structured Features and 

Per-Variable PCA-Reduced Textual Embeddings 

The final specification refines the hybrid framework by applying independent PCA 

decompositions to each textual field before merging them with structured variables. 

Unlike the global PCA models, where all variables first (Ablation Model) and SBERT 

embeddings later (Hybrid Model with PCA) are compressed into a single latent space, 

this configuration performs a separate reduction for each text source, preserving the 

semantic independence of domains such as company descriptions, investor 

information, and competitor narratives. The resulting PCA-reduced matrices are then 
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concatenated with the structured predictors, producing a design matrix that jointly 

captures financial, operational, and domain-specific semantic information. 

To evaluate the trade-off between compression and information retention, three 

benchmark configurations were tested with S> ∈ {3,5,10} for each textual source. 

As expected, smaller S> values result in higher compression and reduced 

computational cost, while larger values preserve more semantic variance. The 

empirical results reported in Table 5 show that model predictive performance 

improves slightly as S> increases, confirming that richer textual representations 

contribute to marginal gains in discriminative power. 

!! AUC THRESHOLD ACCURACY SENSITIVITY SPECIFICITY PRECISION F1 FIT TIME 

(SEC) 

10 0.793 0.489 0.697 0.799 0.648 0.525 0.633 21.6 

5 0.787 0.496 0.696 0.786 0.652 0.524 0.629 11.6 

3 0.777 0.504 0.691 0.774 0.650 0.519 0.621 10.9 

 
Table 5 - Per-Variable PCA Hybrid Model Performance Metrics 

At Seach = 10, the model attains an AUC of 0.793, an accuracy of 0.697, and 

a sensitivity of 0.799, confirming that the per-variable PCA configuration attains 

comparable performance to the global PCA hybrid model, while maintaining a more 

compact and interpretable structure.  The improvement in AUC from 0.777 (k = 

3) to 0.793 (k = 10) indicates that additional components enhance the model’s ability to 

capture nuanced semantic relationships, although the incremental benefit 

beyond S> = 5 remains limited. 

From a computational perspective, the model achieves substantial efficiency gains by 

independently compressing each textual block. The configuration with S> =



Results 101 
 

 

10 maintains the highest predictive performance, while smaller configurations (S> =

5 or S> = 3) further reduce dimensionality and computation time to nearly half, with 

fit durations around 11 and 10 seconds, respectively. Despite this reduction, both 

lighter configurations still outperform the baseline model in terms of AUC, confirming 

that meaningful predictive information is preserved even under strong compression. 

This demonstrates that independent PCA decomposition across textual sources offers 

a flexible balance between performance and efficiency, allowing dimensionality to be 

tuned according to computational constraints without sacrificing predictive accuracy. 

Overall, the per-variable PCA hybrid model yields a balanced, interpretable, and 

computationally efficient configuration. Structured variables continue to capture 

financial and operational fundamentals, while PCA-reduced textual components 

provide complementary qualitative insights specific to each semantic domain. The 

close alignment in AUC and accuracy between the global and per-variable models 

confirms that the textual signal is robust and distributed across sources, rather than 

dependent on a single aggregated representation. This reinforces the robustness of the 

proposed hybrid modeling framework, showing that it can integrate heterogeneous 

data modalities while preserving both interpretability and predictive reliability. 

4.4. Comparative Results Summary 

This section consolidates the empirical evidence from the four model configurations 

presented above, providing a comparative assessment of predictive performance, 

calibration, and model efficiency. The results clearly confirm the value of integrating 

textual embeddings with structured variables in predicting follow-on funding 

outcomes. 
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Table 6 summarizes the key metrics for the best-performing configuration of each 

model. The structured-only baseline achieves an AUC of 0.743 and an accuracy 

of 0.690, reflecting the limitations of purely numerical features in capturing the 

qualitative factors that drive venture capital investment decisions. The Ablation 

Model, achieves an AUC of 0.795 and an accuracy of 0.699, demonstrating that 

unstructured textual information such as company descriptions, investor narratives, 

and competitor details contains substantial and complementary predictive signals. 

MODEL BEST PCA 

CONFIGURATION 

DIMENSIONALITY AUC ACCURACY SENSITIVITY SPECIFICITY 

1 – 9 0.743 0.690 0.651 0.709 

2 k = 90 90 0.795 0.699 0.794 0.653 

3 k = 90 99 0.795 0.702 0.785 0.662 

4 k = 10 109 0.793 0.697 0.799 0.648 

 
Table 6 - Summary of Best Performing Configurations Across Models 

Where 

1. Structured Features (Baseline Model) 

2. Ablation Model – Global PCA on Textual Embeddings 

3. Hybrid Model – Integration of Structured Variables and PCA-Reduced 

Textual Embeddings (Global PCA) 

4. Hybrid Model – Logistic Regression with Structured Features and Per-

Variable PCA-Reduced Textual Embeddings 

The best overall discriminative performance, as measured by AUC, is achieved by 

the Ablation Model and the Hybrid Model with Global PCA, both reaching an AUC 

of 0.795. This result indicates that the joint use of structured indicators and globally 

reduced textual embeddings captures the most relevant predictive signals. In terms of 
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overall classification accuracy, the Hybrid Model with Global PCA attains the best 

result (Accuracy = 0.702), showing a slightly improved balance between sensitivity and 

specificity relative to the ablation configuration. These findings confirm that 

combining structured numerical variables with globally reduced semantic 

embeddings provides the most effective representation of startup characteristics, 

integrating both quantitative fundamentals and qualitative contextual information 

into a unified predictive framework. 

While the two hybrid variants perform similarly in quantitative terms, they differ in 

conceptual design. The Global PCA model compresses all textual sources into a single 

latent space, offering computational simplicity but limited interpretability regarding 

the contribution of individual text domains. In contrast, the Per-Variable PCA 

model applies independent decompositions to each textual block, preserving semantic 

independence between firm descriptions, investor information, and competitor 

narratives, thus enabling a more granular interpretation of textual drivers without 

compromising predictive power. 

Overall, the comparative results illustrate a consistent improvement in predictive 

performance as textual information is progressively incorporated. Gains in AUC and 

accuracy plateau once approximately one hundred latent dimensions are reached, 

indicating that most relevant semantic information is captured within a compact and 

efficient representation. 

The detailed discussion of the trade-off between computational and predictive 

efficiency in the two top-performing hybrid models is presented in Chapter 5, where 
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their implications for venture capital decision-making and the broader use of text-

based analytics in finance are further examined. 

4.4.1. Statistical Significance and Robustness Analysis 

To assess whether the observed improvements in predictive performance are 

statistically meaningful and not driven by sampling variability, a series of robustness 

checks and significance tests were conducted. These include bootstrap estimation of 

AUC confidence intervals and analysis of precision–recall trade-offs. Together, these 

procedures ensure that the models’ superior accuracy is consistent across resamples 

and stable under alternative evaluation metrics. 

The primary test of significance concerns the Area Under the ROC Curve (AUC), 

evaluated through nonparametric bootstrap resampling with 1,000 iterations. The 

bootstrap procedure provides empirical confidence intervals for the difference in AUC 

between models, thereby quantifying the robustness of the observed gains. 

For the Ablation Model relative to the baseline, the estimated AUC difference is Δ = 

0.0516, with a 95% confidence interval of [0.0485, 0.0549] and a p-value < 0.001. 

The Hybrid Model with Global PCA yields an identical improvement (Δ = 0.0516, 95% 

CI [0.0485, 0.0549], p < 0.001), while the Hybrid Model with Per-Variable PCA also 

shows a statistically significant increase (Δ = 0.0500, 95% CI [0.0467, 0.0533], p < 0.001). 

In all cases, the confidence intervals do not overlap with zero, confirming that the gains 

in discriminative performance over the structured-only baseline (AUC = 0.743) are 

statistically significant at the 1% level. 

The precision–recall analysis supports these results, indicating that models 

incorporating textual information sustain their advantage even in imbalanced settings. 



Results 105 
 

 

Both the ablation and hybrid specifications achieve higher precision–recall AUCs than 

the baseline, confirming that the improvement extends beyond balanced classification 

metrics to domains where positive outcomes represent a minority of observations. 

Overall, the robustness analysis confirms three key findings. First, the improvements 

in AUC achieved by the ablation and hybrid models are statistically significant, as 

shown by the non-overlapping bootstrap confidence intervals and p-values < 0.001. 

Second, performance stability across multiple evaluation metrics demonstrates that 

the observed improvement is not metric-specific. Third, the similar bootstrap 

distributions for the two hybrid configurations suggest that their predictive signals are 

highly consistent, even when textual features are aggregated differently. 

Taken together, these findings validate the robustness of the proposed framework. 

The integration of structured and textual data yields measurable, statistically 

significant, and reproducible gains in predictive accuracy and calibration, providing 

strong empirical support for the central hypothesis of this thesis—that unstructured 

textual information carries systematic signals of startup quality that complement 

traditional quantitative indicators in forecasting venture capital outcomes. 

4.5. Summary of Findings 

The empirical evidence presented in this chapter demonstrates that combining 

structured financial indicators with semantic representations derived from textual 

data substantially enhances the prediction of follow-on venture funding. Across all 

model configurations, the inclusion of unstructured information improves both 

classification accuracy and discriminative power, underscoring the predictive 

relevance of linguistic and contextual factors embedded in startup-related narratives. 
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The structured-only baseline, based exclusively on financial and operational variables, 

achieved an AUC of 0.743 and an accuracy of 0.690. While this model provides 

interpretability and computational efficiency, its predictive scope remains constrained 

by the absence of qualitative signals that investors routinely evaluate when assessing 

early-stage ventures. 

All models incorporating SBERT-derived textual embeddings outperformed the 

baseline, confirming that unstructured information carries systematic and 

complementary predictive value. The Ablation Model, which combines structured and 

textual features jointly reduced through a global PCA, achieved an AUC of 0.795 and 

an accuracy of 0.699 at S = 90, marking a significant improvement over the baseline 

(ΔAUC = 0.052, p < 0.001). The Hybrid Model with Global PCA, which integrates both 

structured indicators and globally reduced embeddings, achieved nearly identical 

AUC (0.795) but slightly higher accuracy (0.702), representing the best overall 

calibration between sensitivity and specificity. 

The Hybrid Model with Per-Variable PCA produced comparable results (AUC = 0.793; 

Accuracy = 0.697) while offering improved interpretability through independent 

dimensionality reduction across textual domains. This demonstrates that predictive 

signals extracted from text are robust and distributed across distinct information 

sources rather than depending on a single aggregated representation. 

Performance gains were consistent across multiple evaluation metrics. Models 

integrating textual data exhibited lower cross-validation variance and more stable 

decision thresholds, indicating that the improvement was not achieved at the expense 

of overfitting. Bootstrap significance tests further confirmed the robustness of these 
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findings: the differences in AUC between the baseline and all enhanced configurations 

were statistically significant (95% CI excluding zero; p < 0.001). 

Overall, the empirical findings validate the core hypothesis of this thesis: that 

unstructured textual information conveys reproducible and meaningful signals of 

startup quality that complement traditional quantitative indicators. The integration of 

linguistic, contextual, and financial variables within a unified predictive framework 

yields measurable gains in accuracy and discriminative performance while preserving 

interpretability and robustness. These results lay the foundation for Chapter 5, which 

discusses the theoretical and practical implications of these findings, the trade-offs 

between predictive performance and model transparency, and the broader role of 

multimodal data integration in venture capital analytics. 
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5 Discussion 

The preceding chapter presented the empirical evaluation of alternative model 

specifications, highlighting the predictive gains achieved through the integration of 

textual embeddings with structured data. The present chapter moves beyond 

numerical results to interpret their broader implications. It discusses the main trade-

offs observed between model accuracy, interpretability, and methodological rigor, 

compares the alternative hybrid configurations, and links the empirical findings to the 

research questions and theoretical framework introduced earlier. The goal is to 

articulate how the proposed multimodal approach contributes to both the predictive 

modeling of venture outcomes and the broader understanding of decision-making 

processes in early-stage investment contexts. 

5.1. Tradeoffs Observed 

The comparative assessment of the models highlights a series of trade-offs between 

predictive performance, dimensionality, and computational cost. Each configuration 

represents a distinct balance between the extent of information integration and the 

efficiency of the predictive process, reflecting alternative strategies for combining 

structured and unstructured data within a unified framework. The discussion 

therefore centers on how effectively each specification balances accuracy, 

discriminative power, and computational cost. 

Across configurations, performance metrics show that the inclusion of textual 

information consistently enhances predictive capability relative to the structured-only 
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baseline. However, once textual features are incorporated, improvements in AUC and 

accuracy tend to converge, making computational efficiency and model design the key 

differentiating dimensions. 

The Ablation Model captures cross-modal interactions between numerical and 

semantic information but requires a larger feature space and higher computational 

time (≈ 280 seconds for S = 90), since the entire set of features is compressed jointly. 

The Hybrid Model with Global PCA attains almost identical discriminative power and 

slightly higher accuracy, but with a notably lower computational cost (≈ 200 

seconds for the same S = 90) and a simpler model architecture. The comparable 

performance of the two models suggests that separating structured and unstructured 

inputs allows the model to retain the same predictive information while avoiding 

unnecessary compression of numerical features. The Hybrid Global PCA specification 

thus emerges as the most balanced solution, combining robust predictive accuracy 

with more efficient training and clearer methodological design. 

The Hybrid Model with Per-Variable PCA offers a third approach that further 

decreases computation time (≈ 21 seconds for S> = 10). Although its predictive 

performance is slightly lower, the loss in discriminative power is marginal relative to 

the computational gain. Moreover, because the embeddings are reduced 

independently, this configuration preserves a more transparent mapping between 

each textual domain and its predictive signal, offering greater flexibility for future 

extensions or domain-specific diagnostics. 

Taken together, these results reveal a consistent efficiency–performance frontier. 

The Ablation Model provides strong predictive accuracy but at the highest 
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computational cost; the Hybrid Global PCA Model achieves identical AUC and 

slightly higher accuracy with significantly faster training time; and the Per-Variable 

PCA Model delivers comparable performance at a fraction of the computational 

burden. 

The differences in AUC among the three models (all within Δ ≈ 0.002) indicate that 

predictive gains plateau beyond a certain degree of dimensionality, suggesting that 

model selection should prioritize computational and operational efficiency over 

marginal performance improvements. 

Overall, the findings indicate that the Hybrid Model with Global PCA constitutes the 

most effective compromise between accuracy, discriminative ability, and 

computational efficiency. It retains the numerical variables in their native form, 

minimizes training time, and delivers robust predictive generalization. The Per-

Variable PCA configuration remains a valuable alternative when scalability or 

modularity is prioritized, confirming that high predictive performance can be 

maintained even under strong dimensional compression. 

These trade-offs and empirical equivalences provide the analytical foundation for 

addressing the research questions outlined in Chapter 2, particularly those concerning 

the predictive contribution of textual data and the practical value of hybrid modeling 

frameworks. 

5.2. Answers to Research Questions 

This section revisits the research questions introduced in Section 2.8, analyzing how 

the empirical evidence presented in Chapter 4 contributes to addressing them. The 

discussion connects the quantitative results with their theoretical underpinnings, 
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emphasizing the implications for econometric modeling and venture capital decision-

making. Collectively, the findings highlight how integrating textual information into 

predictive frameworks enhances both the methodological robustness and practical 

applicability of early-stage startup evaluation. 

RQ1: To what extent does the integration of unstructured textual data enhance the 

predictive accuracy of empirical models in forecasting follow-on venture capital 

(VC) investments? 

The empirical results demonstrate that the inclusion of unstructured textual data 

significantly improves predictive performance relative to models based solely on 

structured variables. The structured-only baseline achieved an AUC of 0.743, whereas 

models incorporating SBERT-derived embeddings reached AUC values around 0.795, 

marking a substantial and statistically significant increase (ΔAUC ≈ 0.05; p < 0.001). 

This improvement reflects the complementary informational content of textual 

narratives: they capture latent dimensions of startups’ perceived quality, such as 

strategic clarity, innovation focus, and market positioning, that are not encoded in 

numerical variables. The gain is therefore not merely statistical but informational, as it 

suggests that qualitative descriptions contain systematic signals about investor 

sentiment and growth potential. 

From a modeling perspective, the observed increase in AUC parallels findings in 

recent financial research (Gu, Kelly & Xiu, 2020 [26]; Chen et al., 2022 [23]), where high-

dimensional learning frameworks capture non-linear and interaction effects that 

conventional regressions miss. However, the hybrid approach adopted here maintains 

full econometric transparency and enables consistent out-of-sample evaluation of 
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predictive accuracy. This balance between performance and transparency underscores 

the methodological contribution of integrating text-based embeddings into an 

econometric framework. Hence, RQ1 can be answered affirmatively: the inclusion of 

textual features materially enhances the predictive accuracy of VC investment models, 

improving their ability to identify startups likely to secure follow-on funding. 

RQ2: How do semantic embeddings derived from startup-related textual 

information, such as company descriptions, competitor profiles, and investor 

narratives, contribute to predicting the likelihood of subsequent funding rounds? 

The hybrid models demonstrate that semantic embeddings effectively capture latent, 

context-dependent information that influences investment outcomes. By transforming 

narrative descriptions into dense numerical vectors, the model learns relationships 

that are difficult to represent through structured variables.  

The predictive value of textual information stems from the fact that it conveys 

qualitative attributes that are central to assessing early-stage ventures. These 

dimensions are often decisive in the first years of a startup’s life, when quantitative 

financial indicators are sparse or unreliable. Venture capital funds routinely evaluate 

such qualitative signals during screening and due diligence, using them to infer a 

firm’s potential to execute and attract follow-on investment. 

Principal Component Analysis (PCA) further indicates that a limited number of 

components —typically within the first 70–90 principal directions— explains nearly 

all variance in the embedding space, suggesting that a small subset of latent semantic 

factors summarizes the conceptual structure of startup-related texts. 
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The possibility of systematically integrating such qualitative and context-dependent 

information into an econometric model represents a methodological advance, as it 

enables the automation and standardization of interpretative assessments that were 

previously the exclusive domain of human judgment. In doing so, the framework 

operationalizes the Text-as-data paradigm (Gentzkow, Kelly & Taddy, 2017 [24]) 

within an econometric setting, bridging linguistic signals and predictive modeling. 

This methodological contribution extends the analytical reach of traditional 

econometrics to dimensions of meaning and perception that are central to venture 

capital evaluation. 

RQ3: Can a hybrid framework that combines structured numerical variables with 

unstructured textual representations provide a more reliable and generalizable tool 

for automated VC screening and due diligence? 

The comparative evaluation confirms that hybrid frameworks offer greater reliability 

and generalizability than purely numerical models. Across multiple validation runs, 

the hybrid specifications exhibit lower performance variance and stronger out-of-

sample stability, suggesting that they generalize more effectively across heterogeneous 

startup populations. This improved reliability derives from the complementary nature 

of the data sources: structured variables contribute measurable financial signals, while 

textual embeddings capture intangible and relational dimensions that stabilize model 

performance in the presence of incomplete or noisy data. 

This finding aligns with the evidence discussed in the Literature Review, which 

emphasizes that early-stage enterprises typically operate with limited, unaudited, or 

partially unreliable financial data. When a startup engages in its first rounds of venture 
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financing, it is typically required to provide financial projections spanning three to five 

years to prospective investors. At such an early stage, however, the company has only 

a limited operating history, and these forecasts are subject to substantial projection 

risk. 

Conventional econometric models relying solely on quantitative variables therefore 

fail to account for key qualitative dimensions that venture capitalists consider 

essential. By integrating textual embeddings, the hybrid model compensates for the 

scarcity and uneven reliability of structured information, enriching the predictive 

process with contextual signals that more accurately reflect investor decision-making 

behavior. 

The resulting framework thus achieves a higher degree of informational completeness 

and methodological reliability, providing a structured means of synthesizing 

heterogeneous information within a transparent econometric architecture. 

Accordingly, hybrid frameworks deliver more stable, reliable, and generalizable 

predictions for VC investment screening. 

RQ4: In what ways can venture capitalists practically benefit from embedding-

based predictive models when identifying promising startups at the pre-seed or 

seed stage? 

From a practical perspective, embedding-based models offer tangible benefits during 

the screening phase of venture investment. Venture capitalists are confronted with a 

vast and constantly evolving universe of startups, many of which lack standardized or 

complete quantitative documentation. In this context, a hybrid model supports a more 

efficient and informed selection process: by combining structured indicators with 
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semantic representations of descriptive narratives, it allows investors to prioritize 

startups that exhibit textual and numerical characteristics consistent with historical 

success patterns. 

This dual evaluation enables a more nuanced perception of the market, as the model 

captures both objective financial attributes and qualitative aspects of positioning, 

innovation, and communication style. Consequently, the framework allows venture 

capitalists to navigate large datasets more effectively, identifying high-potential 

ventures through a process that is not limited to financial ratios but also reflects how 

firms present themselves and are perceived within their ecosystem. 

Such a system does not replace human expertise but enhances it, offering an 

automated pre-screening layer that filters opportunities while preserving analytical 

transparency. By bridging qualitative perception and quantitative modeling, the 

hybrid approach contributes to a more holistic and efficient early-stage investment 

workflow. 

Hence, embedding-based predictive tools can materially improve the screening 

efficiency and informational quality of early-stage venture assessments. 

In summary, the empirical findings demonstrate that the integration of textual data 

provides a significant informational complement to structured predictors. By 

capturing the semantic and contextual nuances embedded in startup narratives, it 

transforms qualitative assessment into a systematic and reproducible analytical 

process. From both theoretical and practical perspectives, these results underscore the 

potential of language-based representations to advance the field of algorithmic 
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venture capital, bridging the gap between econometric rigor and the qualitative 

judgment that traditionally defines early-stage investing. 

5.3. Implications 

This section presents the contributions of this research to both academic theory and 

practical applications. Theoretical contributions are discussed first, followed by 

practical recommendations for industry practitioners.  

5.3.1. Theoretical Implications 

The results of this research hold significant theoretical implications for the intersection 

of econometrics, natural language processing, and venture capital analytics. They 

provide empirical support for the idea that qualitative narratives can be systematically 

transformed into quantitative evidence and integrated into predictive frameworks 

without undermining statistical rigor. This challenges the long-standing separation 

between numerical and textual information that has historically characterized 

empirical finance. 

The study demonstrates that linguistic representations, when encoded through 

semantic embeddings, carry measurable and economically relevant signals. The 

consistent improvement in predictive accuracy across hybrid specifications suggests 

that unstructured text embodies patterns related to credibility, innovation, and 

strategic coherence, dimensions that are not captured by traditional financial variables. 

In this sense, unstructured language becomes a structured form of data, allowing the 

modeling of meaning and perception as legitimate econometric inputs. This insight 
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contributes to bridging the conceptual divide between qualitative interpretation and 

quantitative inference, expanding the theoretical boundaries of econometric analysis. 

The integration of Sentence-BERT embeddings within a logistic regression framework 

also represents a methodological advancement in how meaning and context can be 

modeled. Whereas previous applications of machine learning in finance often relied 

on opaque architectures, the present approach demonstrates that interpretability and 

predictive power need not be mutually exclusive. Embedding textual features within 

a transparent econometric model allows for a fine-grained yet intelligible 

representation of linguistic information, thereby reconciling the explanatory clarity of 

traditional regressions with the expressive capacity of deep learning models. 

Moreover, the empirical results contribute to the academic debate on generalizability 

and robustness in predictive modeling. The superior performance and lower variance 

of hybrid models compared to structured-only baselines indicate that semantic 

information enhances the reliability of econometric estimation under uncertainty. This 

finding suggests that the integration of textual data not only increases predictive 

precision but also reinforces the epistemic completeness of the model by capturing 

sources of variation that numerical data alone cannot represent. Within this 

perspective, text functions as an additional informational layer that mitigates 

asymmetry and strengthens inference in environments characterized by incomplete or 

noisy data. 

Ultimately, the research enriches the theoretical understanding of how information 

asymmetry can be reduced through computational linguistics. In early-stage venture 

capital, where audited financials are scarce and uncertainty is pervasive, the ability to 
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extract structured meaning from language constitutes an analytical breakthrough. The 

thesis thus advances a broader theoretical proposition: linguistic signals, when 

systematically encoded, can become an essential component of economic modeling, 

offering a new paradigm for studying decision-making under informational 

constraints. 

5.3.2. Managerial Implications 

From a managerial perspective, the results of this thesis have direct implications for 

investors and analysts engaged in the evaluation of Early-Stage Enterprises (ESEs). 

The proposed framework is designed to serve as a decision-support tool that assists 

venture capitalists during the initial screening phase, one of the most resource-

intensive and subjective stages of the investment process. Rather than replacing 

human judgment, the model enhances it by providing an evidence-based mechanism 

for identifying startups with a higher likelihood of success given the available 

information. 

The hybrid model developed in this study can be integrated into the early-stage deal 

flow pipeline to automatically rank or propose startups that exhibit favorable 

characteristics according to both structured and unstructured data. By processing 

quantitative indicators alongside semantic representations derived from company 

descriptions, investor profiles, and sector classifications, the system can generate 

probabilistic assessments of follow-on funding potential. Analysts can further refine 

these outputs by introducing their own parameters, such as news related to specific 

startups, geographic focus, industry domain, or investment stage, allowing the tool to 

adapt dynamically to different fund strategies and mandates. 
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Such an approach directly addresses one of the most critical bottlenecks in venture 

capital decision-making: the inability to efficiently process large volumes of 

heterogeneous information without losing analytical depth. While several VC firms 

already employ machine learning systems for high-level deal triage, these typically 

rely on shallow metadata or financial aggregates. The framework proposed here 

advances beyond these models by incorporating the semantic content embedded in 

textual data, thus enabling a more detailed and context-aware evaluation of startups. 

In practice, this allows the analyst to capture subtler cues that would otherwise remain 

implicit in qualitative narratives. 

Operationally, embedding-based screening tools could significantly reduce the time 

required for preliminary due diligence, allowing teams to focus their attention on a 

smaller subset of high-potential ventures. By standardizing part of the evaluation 

process, the system also helps to minimize cognitive bias and ensures that 

opportunities are compared on a consistent analytical basis. The model’s transparency, 

rooted in its econometric structure, further supports interpretability, as analysts can 

trace how each type of input contributes to the predicted probability of success. 

At the organizational level, the integration of such a framework could transform how 

venture funds manage knowledge and internal data. The semantic embeddings 

generated through startup descriptions and investor narratives can be stored and 

continuously updated, creating a proprietary knowledge base that grows richer with 

each evaluated deal. Over time, this would enable more accurate benchmarking across 

portfolios, facilitate the discovery of thematic investment trends, and support the 

development of adaptive learning systems that evolve alongside market dynamics. 
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In essence, the managerial implications of this research lie in its ability to extend the 

analytical capabilities of investors operating in high-uncertainty environments. By 

combining human intuition with machine-driven insight, the proposed model paves 

the way for a new generation of data-assisted venture capital tools, ones that not only 

accelerate screening but also deepen the qualitative understanding of entrepreneurial 

potential. The result is a more efficient, consistent, and information-rich foundation 

for decision-making in early-stage investing.  
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6 Future Work 

6.1. Main Findings 
The empirical results of this research demonstrate a clear and consistent improvement 

in predictive accuracy when unstructured textual information is integrated alongside 

traditional structured variables within an econometric framework. Compared to the 

baseline logistic regression model, built exclusively on quantitative and categorical 

indicators, the hybrid specifications that incorporate SBERT-derived embeddings 

achieved substantially higher discriminatory power in forecasting follow-on venture 

capital investments. The baseline model attained an average AUC of approximately 

0.743, reflecting the inherent limitations of numerical predictors in capturing the 

qualitative and contextual dimensions of early-stage enterprises. In contrast, the 

hybrid models reached AUC values up to 0.795, representing a gain of nearly sixteen 

percentage points in predictive performance. This delta underscores the 

complementary nature of textual information: rather than substituting financial and 

operational data, semantic embeddings enrich the model by encoding qualitative 

attributes such as strategic clarity, innovation focus, and sectoral positioning—factors 

that human investors intuitively consider but that conventional econometric models 

fail to quantify. Beyond statistical improvement, this finding highlights a broader 

methodological contribution: it shows that when language-based representations are 

systematically incorporated into econometric prediction, they can enhance both the 

reliability and interpretability of investment analytics, providing a more complete 

representation of the informational environment in which venture capital decisions 

are made. 
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6.2. Limitations 

Despite the encouraging results, this research is subject to methodological and 

computational limitations that should be considered when interpreting its findings. 

A first set of limitations concerns the structure of the underlying dataset, which is 

inherently relational and induces several challenges for econometric modeling. 

Because PitchBook organizes information through multiple one-to-many tables—

covering investors, LPs, competitors, tranches, and geographical attributes—the 

consolidation of these sources results in multiple deal-level rows for the same startup 

at t₀. While this representation preserves important relational detail, it 

introduces intra-firm dependence and non-uniform observation counts. Firms differ 

in the number of relational links recorded for their first financing event, and thus 

appear in the dataset with different multiplicities. Although the distribution of 

duplication is well behaved and limited in scale, this structure implies that the unit of 

observation is a firm–relation tuple, not a statistically independent startup. 

This modelling choice is appropriate for prediction, but it complicates inference and 

raises conceptual questions about weighting. Startups with richer relational 

information contribute more observations and may therefore exert disproportionate 

influence on likelihood-based estimation. Future research should explore strategies to 

retain relational richness while eliminating duplication—for example, 

constructing firm-level relational aggregates, learning graph-based embeddings, or 

adopting hierarchical models that explicitly account for dependence within startups. 

These approaches would make it possible to achieve the same informational depth 

while ensuring a dataset with one row per startup and no intra-cluster replication. 
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A second limitation concerns the temporal window used to construct the dependent 

variable. The definition of HasNextRound requires that the second financing event 

occur within 36 months of the first. To ensure full coverage of this horizon, the sample 

includes only startups whose first qualifying financing took place no later than 2022, 

forming an explicit upper bound. However, no analogous adjustment was applied at 

the lower bound. Startups founded or financed before 2010 may therefore appear in 

the dataset as zeros if their follow-on events occurred entirely before the beginning of 

the observation window. This creates a potential classification issue: firms with 

multiple rounds in close succession prior to 2010 would be labeled as unsuccessful in 

this framework. 

To assess the materiality of this issue, an empirical analysis was performed. 

Among 10,878 startups founded before 2010, only 1,388 (approximately 12.76 percent) 

are classified as successful under the 36-month criterion within the post-2010 period. 

This indicates that the vast majority of pre-2010 startups either did not secure a 

qualifying follow-on round after 2010 or fell outside the relevant time window for 

other reasons. As such, the potential bias introduced by this asymmetry, while 

conceptually important, is empirically limited within this dataset. Nevertheless, future 

studies could address this issue by re-estimating financing timelines using historical 

archives or by introducing rolling-window definitions that accommodate events 

occurring outside the current observation range. Furthter limitations relates to 

the computational and memory requirements associated with generating semantic 

embeddings using pre-trained Sentence-BERT (SBERT) models. While SBERT 

represents one of the most advanced architectures for capturing contextual meaning 

and linguistic nuance, its implementation entails substantial computational and 

memory requirements. The encoding process demands high-performance hardware 
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and long processing times, often exceeding the capacity of standard computing 

environments. In this study, the time required to generate embeddings varied 

significantly across textual variables, ranging from approximately thirty minutes for 

shorter fields to more than ten hours for longer and more complex ones, such as 

company descriptions. This level of computational effort highlights both the analytical 

richness of the approach and its scalability challenges in applied settings. 

Another related limitation stems from the dimensionality of SBERT outputs. Each 

sentence embedding consists of 768 dimensions, which, when multiplied by the nine 

textual variables considered, produce data matrices of very large scale. Managing and 

integrating these high-dimensional representations within an econometric framework 

is computationally demanding and poses significant memory constraints. Principal 

Component Analysis (PCA) was therefore adopted as a necessary dimensionality-

reduction technique to retain the most informative components while ensuring model 

feasibility. However, this methodological step introduces an interpretability trade-off: 

compressing hundreds of latent semantic dimensions into a smaller set of principal 

components inevitably obscures part of the original linguistic meaning, making it 

difficult to isolate the contribution of specific textual features. To address this issue, an 

extensive tuning process was conducted on PCA parameters, both at the global and 

per-variable levels, to balance interpretability and performance, progressively 

improving the model’s transparency while maintaining computational efficiency. 

A further limitation lies in the availability and granularity of the underlying data. The 

variables included in this study were determined by the information accessible within 

the available dataset, which, although extensive, does not cover all the dimensions that 

could enrich the predictive framework. Several potentially relevant indicators, 
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particularly those related to financial performance, investor participation structures, 

and post-investment outcomes, were excluded simply because they were not 

consistently available or measurable across observations. With access to more 

complete and up-to-date datasets, especially those including detailed financials or 

realized return metrics, it would be possible to construct additional explanatory 

variables that better capture the determinants of startup success and funding 

persistence. 

Finally, the current model focuses solely on the prediction of follow-on funding as a 

proxy for startup success. While this outcome effectively reflects investor confidence 

and survival prospects, it does not measure the economic return that such investments 

generate. In the venture capital domain, metrics such as internal rate of return (IRR), 

exit valuation, or multiple on invested capital (MOIC) are fundamental for assessing 

performance. Their absence limits the model’s ability to provide a full evaluation of 

investment attractiveness. Nevertheless, this represents a natural extension of the 

present work: by incorporating return-based variables and richer datasets, future 

research could transform this framework from a screening-oriented predictive model 

into a comprehensive decision-support tool capable of estimating both the likelihood 

of funding and the potential magnitude of financial returns. 

In summary, the main limitations of this study arise from (i) the structure and 

multiplicity of the underlying relational dataset, (ii) the asymmetric temporal window 

used to classify follow-on success, (iii) the computational and interpretability 

challenges associated with SBERT embeddings and PCA, and (iv) data constraints that 

limit the scope of explanatory variables. Addressing these issues in future research 

would enhance scalability, interpretability, and economic relevance, thereby 
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strengthening the methodological and practical contributions of the framework within 

the context of venture capital analytics. 

6.3. Future Works 

Building on the limitations discussed above, several promising directions emerge for 

future research. The current framework represents a foundational step toward a 

predictive system capable of assisting investors in the evaluation of Early-Stage 

Enterprises (ESEs). However, its scope can be significantly expanded by integrating 

additional financial and outcome-based dimensions that more closely reflect the 

economic performance of venture capital investments. 

A first avenue for development concerns the inclusion of return-based metrics in the 

modeling framework. Venture capital fund performance is typically evaluated 

through a set of standardized indicators—such as the Total Value to Paid-In Capital 

(TVPI), the Multiple on Invested Capital (MOIC), and the Internal Rate of Return 

(IRR)—which capture, respectively, the value generated by the investment, its 

multiple of capital, and the time-weighted rate of return over the fund’s life. These 

measures jointly describe the trade-off between value, risk, and time, which underpins 

every VC decision. (AICPA PE/VC Valuation Guide, 2018; Cambridge Associates, 

2018). 

Incorporating such metrics into the predictive architecture would make it possible not 

only to estimate the likelihood of follow-on funding, but also to evaluate the expected 

financial performance of the investment. By linking the probabilistic success estimates 

produced by the hybrid model with return-oriented indicators such as IRR or MOIC, 

the system could evolve into a comprehensive decision-support tool capable of 
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identifying startups that are not only more likely to be funded, but also potentially 

more profitable. 

A second research direction involves improving data availability and granularity. The 

variables used in the present study were determined by the information accessible in 

the dataset, which, though extensive, does not include detailed post-investment 

financial outcomes. Future versions of this model could benefit from the integration of 

proprietary or real-time datasets that include realized returns, exit valuations, and 

investment-level performance data. This would enable the construction of richer 

predictive variables, including fund vintage, time-to-exit, and realized multiples, 

thereby connecting the model’s output more directly to the economic dynamics. 

In parallel, expanding the textual dimension represents another promising avenue. 

While the current framework relies primarily on startup-related descriptions, investor 

narratives, and competitor information, the inclusion of additional text-based 

sources—particularly news articles and media coverage related to startups—could 

further enrich the model’s semantic representation. News sentiment and narrative 

framing have been shown to significantly influence investor behavior and market 

perceptions; integrating them would likely enhance the predictive contribution of the 

textual embeddings. As the SBERT-based component is designed to extract context-

dependent meaning from unstructured language, its informational value is expected 

to grow proportionally with the diversity and temporal depth of the textual inputs. 

Incorporating such dynamic and exogenous information would therefore strengthen 

the model’s ability to capture shifts in reputation, visibility, and investor sentiment 

surrounding early-stage ventures. 
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Another promising extension concerns the modeling of exit strategies, which 

constitute the primary mechanism through which investors realize returns on ESE 

investments. The literature distinguishes three major exit routes—Mergers and 

Acquisitions (M&A), Buyouts, and Initial Public Offerings (IPOs)—each associated 

with different time horizons, risk profiles, and value outcomes [8]. Future research 

could incorporate these exit modes as categorical or probabilistic targets, enabling the 

model to estimate not only whether a startup will succeed but also how it is likely to 

generate liquidity for investors. For instance, acquisitions generally occur earlier in a 

startup’s lifecycle, whereas IPOs tend to involve more mature ventures with longer 

holding periods but higher potential valuations. Integrating this dimension could 

yield valuable insights into the expected timing and nature of exits, refining the 

model’s practical utility for investment planning. 

Furthermore, the inclusion of sector-specific exit dynamics, such as those observed in 

technology, biotech, or fintech, could help uncover heterogeneous return patterns 

across industries. As highlighted in Puca (2020) [36], the valuation and exit behavior 

of ESEs depend heavily on market conditions, strategic buyers’ incentives, and the 

regulatory environment. By training models on sectoral subsets or region-specific data, 

future research could explore whether textual features signal not only overall startup 

quality but also exit propensity and expected valuation multiple conditional on 

industry context. 

Finally, future work could explore the integration of the hybrid model into operational 

investment workflows. A fully deployed system could interact dynamically with 

analyst inputs, such as geography, industry focus, or investment stage, to generate 

customized recommendations. By combining structured and unstructured 
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information with return metrics and exit probabilities, such a system would provide 

venture capitalists with a holistic and data-driven foundation for screening, portfolio 

construction, and fund strategy calibration. 

In conclusion, the present framework establishes a robust foundation for predictive 

venture capital analytics but leaves open several avenues for refinement. Extending 

the model to incorporate financial performance metrics, detailed exit typologies, and 

more comprehensive datasets would not only enhance its predictive accuracy but also 

align it more closely with the decision criteria and return objectives that guide 

professional investors. 

6.4. Final Considerations. 

In conclusion, this study contributes to advancing the understanding of how 

unstructured textual information can enhance the predictive capacity of econometric 

models in the venture capital domain. By integrating semantic embeddings derived 

from natural language data with conventional financial and categorical variables, the 

proposed framework demonstrates that qualitative narratives, traditionally 

considered subjective and non-quantifiable, can be systematically operationalized and 

combined with structured indicators to forecast startup success. The empirical results 

reveal a substantial improvement in predictive performance over traditional logistic 

regression baselines, confirming that linguistic information captures essential aspects 

of investor perception, strategic coherence, and innovation potential that are otherwise 

absent from purely numerical datasets. 

The methodological contribution of this work lies in its ability to merge machine 

learning representation techniques with transparent econometric modeling. The 
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adoption of SBERT embeddings within a logistic regression structure extends the 

analytical reach of traditional finance by allowing linguistic information to be 

systematically quantified and incorporated into predictive analysis. In doing so, the 

study bridges the long-standing divide between qualitative judgment and quantitative 

inference, providing empirical evidence that language-based data can serve as a 

structured input for decision-making under uncertainty. The resulting framework not 

only improves predictive performance but also maintains interpretability, ensuring 

that the logic behind model predictions remains accessible and analytically traceable. 

Ultimately, this thesis illustrates how advances in natural language processing can 

contribute to the digital transformation of venture capital analytics. By systematically 

translating qualitative narratives into quantitative insights, it opens new possibilities 

for improving the transparency, efficiency, and scalability of startup evaluation. As 

data availability and computational capabilities continue to expand, the integration of 

textual information into financial prediction models will become an increasingly 

essential component of investment analytics. The present work lays the foundation for 

this evolution, pointing toward a future in which human expertise and algorithmic 

reasoning converge to shape more informed and evidence-based investment decisions. 

The research further provides a foundation for the development of advanced, data-

driven screening tools that can assist investors in evaluating Early-Stage Enterprises 

(ESEs). The proposed model could support venture capital analysts by identifying 

startups that exhibit characteristics historically associated with successful funding 

trajectories, while allowing users to tailor predictions based on specific investment 

parameters such as geography, sector, or stage. With the integration of financial return 

metrics and exit-related variables, this framework could evolve into a comprehensive 
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predictive platform capable of estimating not only the likelihood of future financing 

but also the expected magnitude of economic returns.  
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